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 Abstract   Many behavioral studies have reported a signi fi cant decrease in intel-
ligibility when the temporal  fi ne structure (TFS) of a sound mixture is replaced 
with noise or tones (i.e., vocoder processing). This  fi nding has led to the conclusion 
that TFS information is critical for speech recognition in noise. How the normal 
 auditory system takes advantage of the original TFS, however, remains unclear. 
Three  experiments on the role of TFS in noise are described. All three experiments 
measured speech recognition in various backgrounds while manipulating the enve-
lope, TFS, or both. One experiment tested the hypothesis that vocoder processing 
may arti fi cially increase the apparent importance of TFS cues. Another experiment 
evaluated the relative contribution of the target and masker TFS by disturbing only 
the TFS of the target or that of the masker. Finally, a last experiment evaluated the 
 relative contribution of envelope and TFS information. In contrast to previous  studies, 
however, the original envelope and TFS were both preserved – to some extent – in 
all conditions. Overall, the experiments indicate a limited in fl uence of TFS and 
suggest that little speech information is extracted from the TFS. Concomitantly, 
these experiments con fi rm that most speech information is carried by the temporal 
envelope in real-world conditions. When interpreted within the framework of the 
glimpsing model, the results of these experiments suggest that TFS is primarily 
used as a grouping cue to select the time-frequency regions  corresponding to the 
target speech signal. 
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         1   Introduction 

 Many behavioral studies have reported a signi fi cant decrease in intelligibility when 
the temporal  fi ne structure (TFS) of a sound mixture is replaced with noise or tones 
using vocoder processing (see Füllgrabe et al.  2006 , for a review). Accordingly, it 
has been suggested that the information conveyed by the TFS of a sound mixture 
plays an important role in speech recognition in noise. While the deleterious effect 
of vocoder processing on speech recognition in noise is not debatable, it is unclear 
whether the observed drop in performance can be exclusively attributed to the loss 
of TFS information. Indeed, the effect of vocoder processing is twofold. First, the 
information potentially conveyed by the TFS is entirely removed from the sound 
mixture. A second effect, however, is that the vocoded sound mixture is composed 
of “sounds” that share the same TFS or carrier. More speci fi cally, the sound mixture 
consists of a sum of envelopes imposed on a single carrier that is completely inde-
pendent from the original individual sounds. In this situation, is it still appropriate 
to consider that the sound mixture is composed of several distinct sounds? 
Alternatively, is it appropriate to conclude from these vocoder studies that TFS is 
important for speech recognition in noise? On one hand, it may be argued that lis-
teners are asked to process one sound as if it was composed of two or more indi-
vidual sounds. On the other hand, it may be argued that the single vs. double carrier 
comparison is a valid assessment of the role of TFS.  

    2   The Single Carrier Limitation 

 A  fi rst experiment was designed to provide some clari fi cation on the consequences 
of having a single carrier. The stimuli were processed according to the scheme 
described in Smith et al.  (  2002  ) . The envelope was obtained from one sound mixture, 
while the TFS was obtained from a “different” sound mixture. The two sound mix-
tures, however, were composed of the same target and masker signals. The only dif-
ference between the two mixtures was the signal-to-noise ratio (SNR) at which the 
individual sounds were added. To obtain the single carrier conditions, the SNR of the 
sound mixture from which the TFS was extracted was set to −1,000 or 1,000 dB. 

    2.1   Methods 

 Five normal-hearing listeners were presented with a series of two concurrent sen-
tences. One sentence, the target sentence, was randomly selected from the speech 
perception in noise (SPIN) test. The other sentence, the masker sentence, was 
randomly selected from the AzBio test (Spahr et al.  2012  ) . Target and masker 
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sentences were added at different SNRs. One set of sentences was added at −12 
or 0 dB, and the other set was added at −1,000, 0, or 1,000 dB. After addition, the 
sound mixtures were  fi ltered into 30 contiguous frequency bands ranging from 80 
to 7,563 Hz. The  fi ltering roughly simulated the frequency selectivity of the nor-
mal auditory system. The envelope and TFS were extracted from each band using 
Hilbert decomposition as described in Apoux et al.  (  2011  ) . The envelope extracted 
from a given band was then imposed on the TFS of the corresponding band 
obtained from the same stimulus mixed at a different SNR. The resulting ampli-
tude-modulated TFS was then band-pass  fi ltered using the initial analysis  fi lter. 
The 30 amplitude-modulated TFSs were  fi nally summed to create the  fi nal stimu-
lus. It should be noted that the two sound mixtures from which the envelope and 
TFS were independently obtained differed only in their initial SNR (i.e., the same 
target and masker sentences were used). In other words, the  fi nal stimuli con-
sisted of the envelope of a sound mixture at  x  dB SNR and the TFS of the  same  
sound mixture at  y  dB SNR. The SNR of the sound mixture from which the enve-
lope was obtained and that of the sound mixture from which the TFS was obtained 
will be referred to as SNR 

 env 
  and SNR 

 tfs 
 , respectively. The overall level of the 30 

summed bands was normalized and calibrated to produce 65 dBA. For compari-
son, a traditional vocoder condition (Voc) was also tested. In this condition, the 
original TFS in each band was replaced with a speech-shaped noise (constant 
spectrum level below 800 Hz and 6 dB/oct roll-off above 800 Hz). All six combi-
nations of SNR 

 env 
  (−12 and 0 dB) and SNR 

 tfs 
  (−1,000, 0, and 1,000 dB) were 

tested. Two combinations of SNR 
 env 

  and Voc were also tested, resulting in a total 
of eight conditions.  

    2.2   Results 

 The results for the eight conditions tested in Exp. 1 are shown in Fig.  14.1 . Average 
sentence recognition scores are plotted as a function of SNR 

 env 
  with SNR 

 tfs 
 /Voc as 

parameter. As can be seen, performance increased with increasing SNR 
 env 

 . This 
increase was roughly similar for all SNR 

 tfs 
 /Voc conditions. In other words, the pat-

tern of results did not differ across the two SNR 
 env 

  conditions. Sentence recognition 
scores were always best in the 0 dB SNR 

 tfs 
  condition. They decreased noticeably in 

the −1,000 and 1,000 dB SNR 
 tfs 

  conditions. Scores in the Voc condition were the 
poorest. This pattern of results is remarkable in at least two ways. First, sentence 
recognition at 1,000 dB SNR 

 tfs 
  was always poorer than at 0 dB SNR 

 tfs 
 . This is sur-

prising because intelligibility typically increases with increasing SNR. Second, sen-
tence recognition at 1,000 dB SNR 

 tfs 
  was no different from that at −1,000 dB. Again, 

this pattern does not follow the typical relationship between intelligibility and SNR. 
Taken together, these data support our initial assertion that replacing the original 
TFS of a sound mixture may affect speech intelligibility in more than one way and 
that it cannot be simply reduced to a loss of TFS information.    
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    3   Role of the Target and Masker Fine Structure 

 Experiment 1 showed that stimuli with only the TFS of the target (i.e., 1,000 dB SNR 
 tfs 

 ) 
are not more intelligible than those with only the TFS of the masker 
(i.e., −1,000 dB SNR 

 tfs 
 ). The results of this experiment, however, should not be 

taken to imply that the target and the masker TFS make equal contribution to speech 
recognition in noise. The fact that they were obtained with vocoder-like stimuli (i.e., 
stimuli having a single carrier) strongly limits their applicability to situations in 
which both carriers are preserved. Moreover, it may be assumed according to the 
results of previous TFS studies that the TFS of the target is more important than that 
of the masker. This assumption is based on the  fi nding that vocoder processing is 
more detrimental to speech recognition in  fl uctuating than in steady backgrounds, 
suggesting that it is when the representation of the masker is poorest (i.e., in the 
masker dips) that the bene fi t from preserved target TFS is the largest. 

 A study by Apoux and Healy  (  2011  )  recently assessed this assumption. The 
authors manipulated independently the TFS of the target and that of the masker to 
evaluate their individual contributions to speech recognition in noise. This evalua-
tion included four masker types: a speech-shaped noise (SSN), a speech-modulated 
noise (SMN), a time-reversed sentence (TRS), and a sentence (SPE). All four mask-
ers were added to the target /a/-consonant-/a/ stimuli at −6 or 0 dB SNR. For each 
combination of masker type and SNR, four processing conditions were imple-
mented. A  fi rst condition, referred to as UNP, consisted of the unprocessed stimuli. 
The remaining conditions involved vocoder processing. In one condition, only the 
target was vocoded (VOC 

 t 
 ). In another condition, only the masker was vocoded 

(VOC 
 m 
 ). In the last condition, the entire sound mixture was vocoded (VOC 

 tm 
 ). This 

last condition is analogous to the traditional vocoder condition. 
 Consonant identi fi cation scores averaged across 20 normal-hearing listeners are 

shown in Fig.  14.2 . Because the patterns were very similar for the two SNRs, only 
the data from the −6 dB condition are presented. As pointed out by the authors, 
two patterns emerged from these data. One pattern was only observed in the SSN 
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  Fig. 14.1    Average sentence 
recognition scores as a 
function of SNR 

 env 
  with 

SNR 
 tfs 

  as parameter. The 
vocoder condition (Voc) is 
also plotted as a parameter. 
 Error bars  indicate one 
standard deviation       
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condition. It involved no effect (i.e., scores equivalent to UNP) of vocoding only 
the masker (VOC 

 m 
 ) or the entire sound mixture (VOC 

 tm 
 ). The fact that scores were 

not reduced as a result of VOC 
 tm 

  in steady noise is consistent with previous TFS 
work. More surprisingly, this pattern also involved an effect of vocoding only the 
target (VOC 

 t 
 ). The other pattern involved a drop in intelligibility when vocoding 

only the target (VOC 
 t 
 ) or the entire sound mixture (VOC 

 tm 
 ). The fact that scores 

were reduced as a result of VOC 
 tm 

  in modulated noise is also consistent with previ-
ous TFS work. Again, no effect of vocoding only the masker was observed. The 
statistical signi fi cance of all the above effects was con fi rmed by a multiple pairwise 
comparison (corrected paired  t -tests).  

 One interpretation of the above data is that the normal auditory system does not 
rely heavily on the nature of the masker TFS to extract speech from noise. Most of 
the segregation cues seem to be provided by the target signal. In other words, listen-
ers would tend to focus on the TFS of the target signal to uncover the time-frequency 
regions containing a relatively undistorted view of local signal properties, the so-
called glimpses (Cooke  2006 ; Apoux and Healy  2009  ) . The glimpses would be 
subsequently used to form a representation of this target signal. Logically, this strat-
egy is no longer effective when the TFS of the entire sound mixture is vocoded 
(VOC 

 tm 
 ). More surprisingly, the strategy also seems to fall apart when only the tar-

get is vocoded. While this last result may be interpreted as evidence that speech 
information is conveyed by the TFS, it may simply re fl ect a better “extractability” 
of the original speech TFS.  

    4   Relative Contribution of Envelope and Fine Structure 

 Apoux and Healy  (  2011  )  demonstrated that even when two carriers are somehow 
preserved in the sound mixture, speech recognition may be affected by the intro-
duction of distortions in the TFS. This result is consistent with our  fi ndings in 
Exp. 1 showing that the nature of the single carrier plays a role as vocoder 
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  Fig. 14.2    Average percent 
correct scores for consonant 
identi fi cation as a function of 
masker type with VOC 
processing as parameter 
(unprocessed (UNP), target 
only (VOC 
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 ), masker only 
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 ), and entire stimulus 
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 )).  Error bars  indicate 
one standard deviation       
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 processing was more detrimental than preserving only the target or the masker 
carrier. More importantly, this last result suggests that the effect of vocoder pro-
cessing cannot be attributed exclusively to the single carrier artifact discussed 
previously. Vocoder processing, however, may still not be appropriate to investi-
gate the contribution of TFS cues to speech recognition in noise. A different 
approach was therefore needed. The approach used in Exp. 1 appeared to have a 
number of advantages to evaluate the role of TFS. First, it is possible to preserve 
the TFS of the target and that of the masker. Second, one may independently vary 
the SNR in the TFS and that in the envelope. If TFS cues are critical for speech 
recognition, a strong relationship should be observed between performance and 
SNR in the TFS. 

    4.1   Methods 

 Twenty normal-hearing listeners participated in Exp. 2. They were presented with 
two concurrent sentences. One sentence, the target sentence, was randomly selected 
from the SPIN test. The other sentence, the masker sentence, was randomly selected 
from the AzBio test. As in Exp. 1, the  fi nal stimuli consisted of the envelope of a 
sound mixture at  x  dB SNR and the TFS of the  same  sound mixture at  y  dB SNR. 
However, the SNRs ranged from −18 to 0 dB in 6-dB steps. All combinations of 
SNR 

 env 
  and SNR 

 tfs 
  were tested, resulting in a total of 16 conditions. Other method-

ological and procedural details were identical to those in Exp. 1.  

    4.2   Results 

 In Fig.  14.3 , average sentence recognition scores are plotted as a function of SNR 
 tfs 

  
with SNR 

 env 
  as parameter. The bold line connects the four data points obtained in the 

conditions in which SNR 
 env 

  and SNR 
 tfs 

  were identical and, therefore, corresponds to 
the baseline performance (i.e., reference function, REF). As expected, baseline per-
formance increased with increasing SNR. Because the in fl uence of SNR 

 env 
  and 

SNR 
 tfs 

  is combined in this REF function, it cannot provide any indication about 
which cues drove performance. The experimental data, however, are relatively 
straightforward. As can be seen, all four functions are regularly spaced. Since 
SNR 

 env 
  is the parameter, this suggests that the level of distortion in the envelope 

played a strong role in the present experiment. More importantly, all four functions 
are nearly horizontal. Since SNR 

 tfs 
  is on the abscissa, it may be concluded that this 

factor did not play a critical role in the present experiment. Indeed, as SNR 
 tfs 

  
increased, intelligibility remained essentially the same. This pattern was observed 
irrespective of SNR 

 env 
 .    
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    5   Concluding Remarks 

 Experiment 1 suggested that the detrimental effect of vocoder processing observed 
in previous TFS studies may be attributed to at least two factors. A  fi rst factor is 
the substitution of the two (or more) original carriers with only one. This raises the 
question of the nature of the sound mixture after vocoder processing, as only one 
carrier is used to convey the envelopes. It was argued here that such stimuli should 
not be considered a sound mixture. In any case, the negative effect of having only 
one carrier in the sound mixture was evident in Exp. 1 as performance dropped 
substantially even when the target TFS was used as the sole carrier. A second factor 
is the relationship between the remaining carrier and the complex envelope. 
Experiment 1 showed that when no relationship exists (i.e., Voc), performance drops 
farthest. Whether it is the TFS of the target or that of the masker that is preserved, 
however, does not seem to be a signi fi cant factor. 

 The second factor mentioned above may seem in contradiction with the results 
of Apoux and Healy  (  2011  ) . Indeed, these authors showed a differential role of the 
target and masker TFS in that the nature of the masker TFS did not affect perfor-
mance, while that of the target did. The conditions, however, are not comparable as 
the sound mixtures in Apoux and Healy  (  2011  )  had two carriers. Accordingly, the 
apparent discrepancy between Exp. 1 and Apoux and Healy  (  2011  )  was most likely 
attributable to the single carrier artifact. 

 Thus far, all of the above experiments somehow indicated a contribution of TFS 
to speech recognition in noise. In Exp. 2, this contribution was limited, at best. One 
way to reconcile all of the results reported here is to assume that the TFS does not 
convey any speech information and is only used to detect the glimpses. In addition, 
it may be argued that the lack of effect of SNR 

 tfs 
  revealed that listeners were actually 

able to use TFS cues even at the least favorable SNRs. Such a possibility existed 
because the masker was another sentence and, therefore, contained a number of 
silent gaps. Decreasing the SNR to −18 dB reduced the target level in these gaps, but 
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it was presumably not suf fi cient to prevent the listeners from detecting the glimpses. 
In conclusion, it is suggested that a dichotomy exists between the envelope and TFS 
in that the envelope provides the actual speech information, while the role of TFS is 
more or less limited to carrying this information.      
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