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Abstract 
 

Each year in the United States, weather related power outages result in billions of dollars 

of restoration costs and economic losses. Utility companies, emergency management 

agencies, and other public and private entities affected by power outages attempt to 

anticipate and mitigate the effect of these outages by utilizing power outage prediction 

models. These models are typically developed for either a combination of weather events 

or specialized for specific weather events like tropical cyclones. Despite the fact that 

thunderstorms account for almost half of major power outage events, development of 

specialized models for thunderstorms is at an early stage. This study uses the random 

forest machine learning technique to develop specialized models for thunderstorm related 

power outage events. The models are trained using power outage data from 31 

thunderstorm events along with 75 predictor variables that include forecast weather 

conditions and environmental variables that have been found to improve power outage 

prediction models in past research. Results showed modest model skill compared to 

baseline models. Variable importance measures showed that environmental variables had 

high importance and convective hazard probabilities issued by NOAA’s National 

Weather Service Storm Prediction Center (SPC) had low importance. This low 

importance of convective hazard probabilities potentially decreased model skill and we 

hypothesize that it is related to the spatial scale used in this study. Additionally, it is 

noted that the model has a tendency to under predict outages in more intense 

thunderstorm events.  
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1. Introduction 

Weather events are a major cause of power outages in the United States. Weather-

caused power outages cost the U.S. an estimated $18 to $33 billion annually(U.S. 

Department of Energy 2013). Major weather-related power outage events restoration 

costs easily climb into the tens of millions of dollars and restoring power can take days. 

In order to speed restoration times, many utilities take preemptive action by 

requesting mutual aid crews from other utilities as well as obtaining infrastructure 

components like poles and transformers. Making these decisions ahead of time has the 

potential to greatly decrease the impact of weather events. Since these are multi-million 

dollar decisions, they are subject to scrutiny from both regulators and the general public, 

especially if restoration takes a long time. As a result, there is increased interest in data-

driven methods to support these decisions. Some state utility commissions have gone as 

far as requiring utility companies to have models to anticipate weather related power 

outages in an effort to improve grid reliability.  

Thunderstorms cause major outage events occur more frequently than tropical 

systems and winter storms, the absence of research developing predictive models for 

thunderstorms is a gap that this research will fill.  The objective of this study is to 

develop spatially generalized thunderstorm outage prediction model. Spatially 

generalized models were first introduced by Guikema et al. (2014). The term spatially 

generalized indicates a power outage model that does not rely on utility specific data such 

as the location, type, and age of poles and transformers to make predictions. These data 

are difficult to obtain because they require non-disclosure agreements to be established 
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between a utility company and researchers. Given there are several thousand utilities in 

the United States, it is effectively impossible to obtain these data over a large geographic 

area. An advantage of spatially generalized models is that because they do not require 

utility specific data to make predictions, they can be deployed anywhere and they can be 

used to aid emergency management agencies as well other government agencies and 

private companies that may be affected by power outages. Spatially generalized models 

can also be used by utilities that do not have their own utility specific model.  

2. Background 

2.1 All Weather Outage Models 

A number of previous studies have developed predictive models for all weather-

related outages rather than separating outage events based on the type of weather event. 

In these studies, outage events that are the result of thunderstorms, hurricanes, & winter 

storms are all grouped together for model development. Zhu et al. (2007) grouped 

outages based on temperature and maximum wind speed. This study created an empirical 

model for predicting outages in real time to help the utility position repair crews. They 

also studied the relationship between lightning strikes and power outages and found a 

nearly linear relationship between outages and lightning strike density near power lines. 

He et al. (2016) used forecast weather conditions from the Weather Research 

Forecasting (WRF) model, combined with soil moisture, land cover, power infrastructure 

locations, and a categorical tree leaf phenology variable to create a power outage 

prediction model using two statistical methods: Bayesian Additive Regression Trees 

(BART) and Quantile Regression Forests (QRF). They found that model performance 
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varied based on spatial resolution and suggested both models be implemented together to 

predict outages at multiple spatial resolutions. 

2.2 Tropical Cyclone Models 

Power outage predictions for tropical cyclones have been studied much more than 

other weather events. These studies have examined a wide variety of contributing factors 

to power outages and tested the effectiveness of different statistical modeling methods.  

Han et al. (2009b) developed a hurricane outage model for the gulf coast region 

by incorporating outage data, power system information, land cover, Standardized 

Precipitation Index (SPI), and soil moisture as well as meteorological conditions into a 

Generalized Linear Model. This model performed well for predicting storm total outages, 

but had the tendency to over predict power outages in urban areas and under predict them 

in rural areas. Han et al. (2009a) used the same dataset, but improved these predictions by 

using a Generalized Additive Model to better characterize nonlinear relationships which 

had resulted in the overprediction of power outages in urban areas and underprediction in 

rural areas. Quiring et al. (2011) used classification and regression trees (CART) to test 

additional soil and elevation variables alongside the variables identified as being 

important by Han et al. (2009b). Results showed that the effect of soil type and 

topography on outages was limited for the hurricanes considered. In addition to this 

finding, Quiring et al. (2011) determined it was possible to use land use information as a 

proxy for power system variables such as the length of overhead line and the number of 

transformers. This led to a new class of models that use only publically available 
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information to make predictions. These models are referred to as spatially generalized 

models. 

2.3 Spatially Generalized Models 

 Nateghi et al. (2014), Guikema et al. (2014), and McRoberts et al. (2016) all 

developed spatially generalized models. Nateghi et al. (2014) found that when developing 

spatially generalized models the random forest model developed by Breiman (2001) 

significantly outperformed previously used statistical models including Bayesian additive 

regression trees (BART). Guikema et al. (2014) developed a spatially generalized power 

outage prediction model (SGHOPM) for the entire gulf coast and eastern seaboard of the 

United States. Guikema et al. (2014) also illustrated the usefulness of spatially 

generalized models to both utility companies and emergency managers as both an 

operational and a risk management tool. McRoberts et al. (2016) improved the SGHOPM 

developed by Guikema et al. (2014) by adding additional local environmental variables. 

They also developed a two-stage model to reduce the error caused by zero inflation in the 

response variable, fraction of customers without power.  

2.4 Thunderstorm Research 

Despite the significant impact of thunderstorms on power infrastructure, there has 

been limited development of predictive models for thunderstorms. Only a few studies 

have examined thunderstorm-related outages. Zhou et al. (2006) created explanatory 

models for power outages using wind and lightning data. A Poisson regression model and 

a Bayesian network model methods were evaluated and found to have similar results. 

Kankanala et al. (2011) used regression models to examine linear and quadratic 
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relationships between wind, lighting and power outages. A model with linear lightning 

and quadratic wind terms was found to have the best fit. Kankanala et al. (2014) also 

predicted the impact of wind and lightning using an ensemble of neural networks. They 

found that the AdaBoost+ boosted ensemble of neural networks outperformed other 

modeling methods including traditional neural networks and linear regression models. 

However, both these studies relied on observed weather conditions, and as a result they 

are not particularly useful for estimating the impact of future thunderstorm events. 

Additionally, neither of these studies included environmental variables such as soil and 

tree information which were found by (Han et al. 2009b), (Quiring et al. 2011) and 

(McRoberts et al. 2016) to be very important for accurately model power outages during 

hurricanes. The work of (Guikema et al. 2006) also supports the importance of including 

tree variables while examining the effect of tree trimming on power outages. It is likely 

that the inclusion of environmental variables would improve performance in 

thunderstorm power outage models.  

2.5 Modeling Methods 

Previous studies tested a number of methods beginning with generalized linear 

models (GLM)(Han et al. 2009b), generalized additive models (GAM)(Han et al. 2009a), 

classification and regression trees (CART) and Bayesian additive regression trees 

(BART)(Guikema et al. 2010; He et al. 2016), as well as hybrid methods such as a 

classification tree-GAM (Guikema and Quiring 2012). The goal of evaluating each of 

these methods was to seek to improve the model performance over earlier approaches. 

Nateghi et al. (2011) compared five types of models for predicting power outage 
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durations and determined that BART performed best. A follow up to this study 

determined that random forest approach (Breiman 2001) significantly outperformed 

BART(Nateghi et al. 2014). As a result, much of the recent power outage modeling work 

is based on random forest models (Guikema et al. 2014; He et al. 2016; McRoberts et al. 

2016; Tonn et al. 2016). 

2.6 Summary of Past Research 

Based on the literature review, there is a lack of predictive power outage models 

for thunderstorm events with most studies focusing on all weather models or tropical 

storm system models. The few studies that specifically examine thunderstorm related 

outages have limited usability since they rely on observed weather data. Additionally, 

thunderstorm-related studies have only considered a limited number of environmental 

variables. Research developing all-weather models and tropical cyclone models have 

found environmental variables to improve power outage predictions. These thunderstorm-

related studies were also not designed to be spatially generalized and as a result have 

limited scalability.   

This paper seeks to build on these previous efforts to develop a spatially 

generalized thunderstorm outage prediction model. It will test and evaluate a variety of 

variables including both weather and environmental factors. It will also test multiple 

random forest based models to evaluate performance and variable importance in 

prediction of thunderstorm related power outages.  
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3. Data  

3.1 Study Area, Study Period, and Power Outage Data 

Model development will take place in the service territory of a partner utility who 

wishes to remain anonymous. This company serves approximately 1.4 million customers 

over a service territory of roughly 60,000 km2 divided into 3.66 km x 2.44 km grid cells. 

Figure 1 shows the utility service territory and the grid cells used in the analysis.  

 

Figure 1: Utility service territory and the location of the 2.44 km x 3.66 km grid cells. 
 

  

Outage data from 31 thunderstorm days during the period from 2009-2013 were 

used to train the model. These 31 days were chosen from a selection of power outage data 

provided by the partner utility for periods during which they identified thunderstorm-

related power outages had occurred. These 31 days were selected based on reviewing 
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SPC convective outlooks, storm reports, and NEXRAD radar composite imagery. Based 

on manual evaluation of composite radar reflectivity loops for each day, each day was 

grouped into one of four convective coverage categories: isolated, scattered, numerous, 

widespread. Table 1 shows the list of days used in the study and the highest category for 

the study area from the 06:00 UTC Storm Prediction Center Day 1 Convective Hazard 

Outlook as well as the convective coverage estimate.  

Table 1: Summary of the thunderstorms events used for model calibration and validation 

Date 
Storm Prediction Center 
06z Convective Hazard Outlook Category Storm Coverage 

06/12/2009 Slight Numerous 
06/13/2009 Slight Numerous 
06/14/2009 Slight Numerous 
06/15/2009 Slight Scattered 
12/08/2009 Slight Numerous 
12/09/2009 General Thunderstorm Widespread 
04/04/2011 Moderate Widespread 
04/05/2011 None Scattered 
04/27/2011 High Widespread 
04/28/2011 None Scattered 
05/01/2011 None Isolated 
05/02/2011 General Thunderstorm Isolated 
05/03/2011 General Thunderstorm Scattered 
05/04/2011 None Isolated 
06/21/2011 General Thunderstorm Numerous 
06/22/2011 Slight Numerous 
06/23/2011 General Thunderstorm Scattered 
06/26/2011 General Thunderstorm Numerous 
06/27/2011 General Thunderstorm Isolated 

1/22/2012 Slight Isolated 
1/23/2012 Slight Widespread 
1/24/2012 None Isolated 
1/25/2012 None Isolated 

06/11/2012 General Thunderstorm Numerous 
06/12/2012 General Thunderstorm Scattered 
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07/31/2012 Slight Numerous 
08/01/2012 General Thunderstorm Isolated 
03/18/2013 Slight Widespread 
03/19/2013 None Scattered 
03/20/2013 None Isolated 
03/21/2013 None Isolated 

 

The outage dataset includes the time of each outage event and the number of 

customers affected as well as the grid cell it occurred in. This combined with data on the 

total number of customers in each grid cell was used to calculate the fraction of people 

within a grid cell that lost power each day. In this study, a day is defined as the period 

from 06:00 UTC to 05:59 UTC the following day. This corresponds to the midnight to 

midnight local daylight time. The fraction of customers without power is used as the 

response variable for the model. This is preferred over raw customer counts because it 

sets bounds on the range of possible values which makes interpretation of predictions 

more straight forward. As an example, 1,000 customers without power may not be 

significant issue in an urban area with 100,000 customers, but it is a much bigger issue in 

a rural area with only 1,500 customers. Similarly, when evaluating error using fraction of 

customers ensures for accurate interpretation. Like in the previous example a prediction 

error of 1,000 customers may be good performance in the urban area with 100,000 

customers, but it is problematic in a rural area with 1,500 customers.  

3.2 Environmental Variables: Non-Storm Specific 

A number of environmental variables are used in the outage prediction models. 

These environmental variables can be grouped into two categories: non-storm-specific 

variables and storm-specific variables. Non-storm-specific environmental variables are 
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used to characterize the underlying susceptibility of an area to power outages. They 

generally change slowly and therefore they are treated as constant during our four-year 

study period.  

One of the non-storm-specific variables is land use. Quiring et al. (2011) found 

that land use was a proxy for power system infrastructure and therefore it is important to 

include in spatially generalized models. Additionally, since trees contacting power lines 

are a major cause of power outages (Guikema et al. 2006), the fractional area of each grid 

cell that is forested is also an important variable to include. Land cover from the 2011 

National Land Cover Data Set (Homer et al. 2015) was divided into 10 categories: water, 

developed, barren, shrub, grassland, planted/cultivated, wetland, evergreen forest, 

deciduous forest, and mixed forest. The fractional area of each land cover category was 

calculated for each grid cell. 

While Quiring et al. (2011) found that the inclusion of topographic variables did 

not result in a statistically significant improvement to outage models, these findings were 

only applicable while using classification and regression trees for specific hurricane 

events. McRoberts et al. (2016) and Guikema et al. (2010) both noted the importance of 

elevation characteristics in modeling outages. For this reason, elevation characteristics 

are incorporated into the non-storm specific environmental dataset using the mean 

elevation from the USGS Global Multi-Resolution Terrain Elevation Dataset 

2010(GMTED2010) at 7.5 arcsecond (~230 m) resolution. The mean, median, standard 

deviation, minimum, and maximum value were determined for each grid cell. 
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McRoberts et al. (2016) found root zone depth was an important variable in 

predicting outages due to trees with shallower root zones being more susceptible to high 

winds. The Gridded Soil Survey Geographic Database (gSSURGO) contains data on the 

root zone depth. Root zone depth is defined as the depth at which roots can most 

effectively absorb water, and has a maximum value of 1.5 m in the gSSURGO dataset. 

The mean, median and majority of the root zone depth were calculated for each grid cell. 

Han et al. (2009a) found that mean annual precipitation served as proxy for broad 

patterns in the spatial variability of vegetation, with denser vegetation occurring in wetter 

climates. The mean annual precipitation was calculated for each grid cell using the 

PRISM Climate Group 30-year normal precipitation at an 800 m resolution.   

The average population density of each grid cell was calculated using NASA 

gridded population of the world version 4. Population density was added to the 

environmental dataset to serve as a proxy for the number of electrical customers in each 

grid cell. A summary of the non-storm-specific environmental variables are contained in 

Table 2, along with information on their anticipated influence on outages and data source. 

 

Table 2: Non-Storm-Specific Environmental Variables 
Variable Variable Purpose Source 
Fractional Area Water Characterize Land Cover NLCD 2011 
Fractional Area Developed Characterize Land Cover NLCD 2011 
Fractional Area Barren Characterize Land Cover NLCD 2011 
Fractional Area Shrub Characterize Land Cover NLCD 2011 
Fractional Area Grassland Characterize Land Cover  NLCD 2011 
Fractional Area Planted/cultivated Characterize Land Cover NLCD 2011 
Fractional Area Wetland Characterize Land Cover NLCD 2011 
Fractional Area Evergreen Forest Characterize Land Cover NLCD 2011 
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3.3 Environmental Variables: Storm-Specific 

Storm-specific environmental variables also play a significant role in the number 

of power outages. Han et al. (2009a) and McRoberts et al. (2016) found soil moisture and 

antecedent drought conditions were important because they effect tree health and 

stability. Modeled-derived soil moisture at three different depths (0-10 cm, 10-40 cm, 40-

100 cm) were extracted from the North America Land Data Assimilation System Phase 2 

(NLDAS-2) and converted to a percentile using a historical cumulative distribution 

function as described in McRoberts et al. (2016). Antecedent drought conditions can 

cause stress to trees and can make them more susceptible to strong winds. Standardized 

Precipitation Index (SPI) was used by Han et al. (2009a) and McRoberts et al. (2016) to 

quantify drought conditions leading up to hurricane events and found to be an important 

variable. SPI was calculated from NLDAS at different five different time scales (1, 3, 6, 

12, & 24 months).  

Fractional Area Deciduous Forest Characterize Land Cover NLCD 2011 
Fractional Area Mixed Forest Characterize Land Cover NLCD 2011 
Mean Elevation Characterize Elevation GMTED 2010 
Median Elevation Characterize Elevation GMTED 2010 
Standard Deviation of Elevation Characterize Elevation GMTED 2010 
Maximum Elevation Characterize Elevation GMTED 2010 
Minimum Elevation Characterize Elevation GMTED 2010 
Median Root Zone Depth Characterize Tree Stability gSSURGO 
Mean Root Zone Depth Characterize Tree Stability gSSURGO 
Majority Root Zone Depth Characterize Tree Stability gSSURGO 
Mean Annual Precipitation Characterize Vegetation Density PRISM 
Population Density Approximate Power Customer 

Density  
GPWv4 
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Tree phenology, or the seasonal leaf cycle of deciduous trees, can have significant 

influence on the impact of high wind on trees. He et al. (2016) utilized a categorical 

measure of tree phenology to attempt to quantify seasonal changes. However, they did 

not find that this consistently improved model performance. He et al. (2016) suggested a 

more effective variable such as leaf area index (LAI) be incorporated in future research. 

In this paper, a leaf area index (LAI) percentile was created using remotely sensed LAI 

estimates(Myneni et al. 2015) from a 10-year period (2007-2016). The average LAI value 

for each 40 km pixel and each eight-day period were calculated and converted to a 

percentile. This method was preferred to using the raw LAI value due to the high 

frequency variability (i.e., noise) in that dataset. Using averages of ten years of LAI data 

minimizes the noise and better reflects the relative vigor of the vegetation as compared to 

what normally is found at that specific location and time of year. 

All storm-specific variables were exacted based on data available the day before 

the thunderstorm event occurred. A summary of the storm-specific environmental 

variables and their data source are contained in Table 4, along with information on their 

anticipated influence on the power system. 

 

Table 4: Storm-Specific Environmental Variables 
Variable Variable Purpose Source 
Soil Moisture Percentile  
(0-10 cm) 

Characterize Tree 
Stability/Health 

NLDAS-2 

Soil Moisture Percentile 
(10-40 cm) 

Characterize Tree 
Stability/Health 

NLDAS-2 

Soil Moisture Percentile 
(40-100 cm) 

Characterize Tree 
Stability/Health 

NLDAS-2 
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3.3 Weather Variables 

Weather variables were obtained from the National Digital Forecast Database 

(NDFD). NDFD is a gridded forecast product produced by the National Weather Service 

(Glahn and Ruth 2003). During our study period (2009-2013) the spatial resolution of 

NDFD was 5 km. NDFD data for each day were downloaded for a 06:00 UTC to 05:59 

UTC time window and interpolated to the study grid cells using inverse distance 

weighting of the four closest NDFD grid points. Most variables are available as 

instantaneous values every three hours. A daily maximum, minimum and mean value 

were calculated for the instantaneous variables in each grid cell.  

Non-instantaneous products such as convective hazard probabilities and 

probability of precipitation have valid time periods that overlap the 06:00 UTC to 05:59 

UTC window. A time-weighted average was calculated for these variables as well as a 

maximum and minimum values occurring within the 06:00 UTC to 05:59 UTC window. 

Table 5 contains a summary of weather variables used and lists the summary statistics 

1-Month SPI Vegetation 
health/abundance 

NLDAS-2 

3-Month SPI Vegetation 
health/abundance 

NLDAS-2 

6-Month SPI Vegetation 
health/abundance 

NLDAS-2 

12-Month SPI Vegetation 
health/abundance 

NLDAS-2 

24-Month SPI Vegetation 
health/abundance 

NLDAS-2 

Leaf Area Index Percentile Presence of leaves/relative 
vegetation health  

MODIS 
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that were used for each variable. Many of the variables characterize the general 

atmospheric conditions such as temperature, dewpoint, relative humidity, and sky cover. 

While one would not expect these variables to have a causal relationship with power 

outages they may have correlative relationships. For example, higher dewpoint 

temperatures indicate an abundance of moisture and this is a necessary ingredient for 

thunderstorms. Other variables such as wind speed, probability of precipitation and 

quantitative precipitation forecast can have more direct relationships with power outages. 

Strong winds can blow trees onto power lines. Precipitation indicates the presence of 

storms which can contain isolated stronger wind gusts and lightning strikes which cause 

power outages. The convective hazard probabilities, particularly the severe wind and 

tornadic probabilities, represent the likelihood of these thunderstorm hazards within 40 

km of that forecast point. While the hazards associated with severe thunderstorms are the 

most likely to cause power outages, non-severe thunderstorms can also cause power 

outages and thus it is important to include other weather variables in the model in 

addition to the convective hazard probabilities.  

 

Table 5: Weather variables from NDFD that are included in the outage models 
Variable Units Summary Statistics 
Apparent Temperature Degrees Celsius Minimum, Maximum, Mean 
Dewpoint Degrees Celsius Minimum, Maximum, Mean 
Relative Humidity Percent Saturation Minimum, Maximum, Mean 
Sky Cover Percent Covered Minimum, Maximum, Mean 
Temperature Degrees Celsius Minimum, Maximum, Mean 
Wind Direction Degrees Compass Minimum, Maximum, Mean 
Wind Gust Speed Meters Per Second Minimum, Maximum, Mean 
Wind Speed Meters Per Second Minimum, Maximum, Mean 
Quantitative Precipitation 
Forecast 

Millimeters Minimum, Maximum, Mean 
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12-hour Probability of 
Precipitation 

Percent Probability Minimum, Maximum, Time 
Weighted Mean 

Daily Minimum Temperature Degrees Celsius Minimum, Maximum, Time 
Weighted Mean 

Daily Maximum Temperature Degrees Celsius Minimum, Maximum, Time 
Weighted Mean 

Probability of Damaging 
Thunderstorm Winds over 25.72 
m s-1 

Percent Probability Minimum, Maximum, Time 
Weighted Mean 

Probability of Damaging 
Thunderstorm Winds over 33.44 
m s-1 

Percent Probability Minimum, Maximum, Time 
Weighted Mean 

Probability of Hail >= 2.54 cm Percent Probability Minimum, Maximum, Time 
Weighted Mean 

Probability of Hail >= 5.08 cm Percent Probability Minimum, Maximum, Time 
Weighted Mean 

Probability of Tornadoes Percent Probability Minimum, Maximum, Time 
Weighted Mean 

Probability of Tornadoes >= EF2  Percent Probability Minimum, Maximum, Time 
Weighted Mean 

 

4. Methods 

4.1 Prediction Models 

We created three different models based on the random forest machine learning 

technique (Breiman 2001). Random forests are an ensemble technique which utilizes a 

large number of decision trees to make predictions. Using a “forest” of decision trees 

improves the prediction compared to the prediction of an individual decision tree. The 

first model used in this study is a single-stage random forest regression model. This 

model uses all the outage data to train a model to predict the fraction of customers 

without power. However, the response variable, fraction of customers without power, is 

zero inflated. This is because even in the strongest storms, the majority of customers do 

not lose power. A weakness of the single-stage random forest regression model is that 
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zero inflation can cause significant bias, especially when predicting for high end outage 

events which are relatively rare in the training data. McRoberts et al. (2016) utilized a 

two-stage random forest model to address this issue. We adopt a similar model, a two-

stage equal weighted random forest model, where the first stage of the model is a 

binary classification model which predicts whether or not outages will occur for each grid 

cell. During the training process of the binary classification stage weights are assigned to 

each of the classes to account for the imbalance between classes. The second stage is a 

regression model which predicts the fraction of customers to lose power for each grid cell 

where the first stage of the model predicted power outages would occur. The weights in 

the binary classification stage of the two-stage equal weighted random forest model are 

equal for all observations regardless of the outage fraction of that observation. This 

means that during the training of the binary classification stage an incorrect classification 

of an outage event (predicting zero outages) is penalized the same for a case where 1% of 

customers lose power as a case where 100% of customers lose power. To attempt to 

overcome this limitation we also introduce a two-stage impact weighted random forest 

model. This model is identical to the two-stage equal weighted random forest model with 

the exception that in this model the weights used in the training process of the binary 

classification stage increase as the number of customers affected increases. This allows 

for fewer false negatives during the classification stage for high impact events.  

These three models are compared to two baseline models. A baseline zero model 

that predicts zero for every location, and a baseline mean model that predicts the mean 

fraction of customers without power for every location. Since the response variable is 
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zero in approximately 95 percent of the training data, the baseline zero model will 

achieve approximately 95 percent accuracy. While a zero model is of no value for 

decision makers, it sets a benchmark for comparison. The mean model uses the mean of 

the training data as the prediction for each case in the test set. It is also of little value 

operationally, but it is also useful for comparison purposes. Table 6 summarizes the three 

outage models and the two baseline models that are evaluated in this paper.  

 
Table 6: Model Summary 

Model Description 
Baseline Zero Predicts zero for every location 
Baseline Mean Predicts mean of training data for every location 
Single-stage Random Forest 
(Single-stage RF) 

Random forest regression model trained on all 
data 

Two-stage equal weighted 
random forest model 
(Two-stage Equal Weights RF) 

Two Stage random forest: Stage one is a binary 
classifier with equal weights for each observation, 
stage two is a regression model 

Two-stage impact weighted 
random forest model 
(Two-Stage Impact Weighted RF) 

Two Stage random forest: Stage one is a binary 
classifier with higher weights given to higher 
impact observations, stage two is a regression 
model 

 

4.2 Hyperparameter Optimization 

Each model has a number of hyperparameters that govern individual decision tree 

size and forest size. Hyperparameters determine the level of fit and choosing appropriate 

values is important to prevent overfitting or under fitting the model (Géron 2017). The 

hyperparameters used in this study are the number of decision trees, the maximum tree 

depth, and the number of variables that are used in each decision tree. A fourth 

hyperparameter, class weights, was incorporated in the classification stage of the two 

stage models. Increasing the number of trees reduces the variance of model due to 
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random effects (Louppe 2014), however additional trees increase computation cost and 

the number of trees has decreasing marginal value as the number of trees becomes large. 

The tree depth is the length from root node to the furthest leaf node. The greater the depth 

the greater the complexity of the tree and the more likely the model is to over fit. The 

number of variables represents the size of the subset of variables chosen at random to 

build each decision tree in the ensemble. The smaller the number of variables the higher 

the bias of each tree becomes. Variance also becomes larger because each tree as less in 

common with other trees in ensemble. This increases the effectiveness of the entire 

ensemble. As more variables are added bias decreases but variance decreases making the 

ensemble approach less effective since trees become more similar to each other(Louppe 

2014). The fourth hyperparameter, class weights, is implemented in the binary 

classification stage of the two stage models to account for the imbalance in classes. 

Without weights the classification stage could achieve a high level of accuracy by 

predicting zero (No outages) every time. Adding weights penalizes the incorrect 

classifications of one (Outages occurring) higher than an incorrect classification of zero 

(No outages). 

 These hyperparameters were tuned for each model using a grid search over a 

domain of possible hyperparameters and fivefold cross validation. Based on the cross 

validation results the influence of each parameter on model fit and the most appropriate 

value was determined. Regression hyperparameters were determined by evaluating the 

mean absolute error (MAE) and mean squared error (MSE). Classification model 

hyperparameters for the two-stage equal weights model were determined by maximizing 
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the Matthews correlation coefficient. Matthews correlation coefficient is used because of 

its robustness as a metric in evaluating binary classifiers with imbalanced data classes 

(Boughorbel et al. 2017; Chicco 2017), as well as the sensitivity of other performance 

metrics to imbalanced data (Jeni et al. 2013). The two-stage impact weighted random 

forest model uses the fraction of customers affected, or the impact of each outage case, to 

determine weights rather than maximizing Matthews correlation coefficient. 

4.3 Evaluation of Model Performance 

Model performance was evaluated through random holdout testing where the data 

were randomly spilt into training and test sets using 80% for training and 20% for testing. 

This random sampling process is repeated 30 times and the error metrics are calculated 

for each of the random holdouts. The mean performance is calculated by averaging across 

all 30 holdouts. Figure 2 shows a flowchart that summarizes the model evaluation 

workflow.  

 

Figure 2: Schematic illustrating the model evaluation process. Data are split into training 
and testing datasets with the model being trained on the training data and tested on the 
test data. This is done thirty times and model performance metrics are calculated for each 
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holdout and mean model performance metrics are calculated by averaging across all 
holdouts. 

 

A second validation method, hold-one-day-out cross validation, was also used to 

evaluate performance for different events and event groupings. In this method, 30 of the 

31 days in the study were used to train the model and the remaining one day was used as 

a test case. This was repeated 31 times with each day being held out once. This method 

allows for evaluation of how the models performed for specific events as well as the 

ability to group these results and compare performance for isolated thunderstorm events 

versus severe weather outbreaks.  

4.4 Performance Metrics 

A number of metrics are used to evaluate model performance, including Mean 

Absolute Error (MAE), Root Mean Square Error (RMSE), and Mean Error (ME). In 

addition, this study also uses the equitable threat score (ETS), probability of detection 

(POD), and false alarm ratio (FAR) to evaluate predictive ability for events exceeding 

different thresholds.  

Mean Absolute Error (MAE) is defined in equation 1: 
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2
      (1) 

MAE is a measure of error that is easily calculated and interpretable because the scale 

and units are the same as the response variable. In our study, this means that an MAE of 

0.05 indicates that the average absolute error of the model is five percent of customers. 

MAE weights each observation equally. This makes it a preferred metric for evaluating 
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average model error (Willmott and Matsuura 2005). Because the absolute value of the 

error is used in the calculation of MAE is indifferent to whether the error results from 

over prediction or under prediction.   

 Root Mean Squared Error (RMSE) is defined as: 
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      (2) 

RMSE is a measure of error that is in the same units as the response variable. Like MAE, 

it is indifferent to whether the error results from over prediction or under prediction. 

Because the error term is squared prior to the average being taken RMSE gives higher 

weight to larger errors than to smaller errors. RMSE is sensitive to outliers which makes 

it less favorable than MAE for evaluating overall performance (Willmott and Matsuura 

2005). However, the response of RMSE to larger errors can be useful for revealing 

differences in model performance (Chai and Draxler 2014). 

Mean Error (ME) is defined as: 

 "#$%&'()*+,-.#$,-(
/
(01

2
      (3) 

ME is similar to MAE with the exception that the absolute value of error is not taken 

prior to calculating the mean. This allows for evaluation of the bias of the model, a ME of 

zero indicates that positive and negative error values are equal in magnitude and the 

model is just as likely to over predict as under predict. Positive or negative values 

indicate that there is a bias in the model towards over or under prediction. 
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 In addition to these metrics, threshold-based performance was assessed using the 

equitable threat score, probability of detection, and false alarm ratio. Threshold-based 

analysis of performance evaluates the ability of a model to correctly predict a power 

outage exceeding a certain threshold. Many decisions made by emergency managers and 

power utilities are based on whether an event exceeds a specific threshold. If it does, this 

will trigger certain actions such as requesting mutual aid restoration crews or opening up 

emergency shelters.  

 The equitable threat score (ETS) is defined as:  

4.$5) 6(789:;<8=	?<;@A8 ∗ 6(789C(88=8
DE7;<
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  (4) 

where hits are correct predictions of the fraction of customers without power being over a 

defined threshold, false alarms are predictions exceeding that threshold when actual 

values are below the threshold, misses are predictions below that threshold when actual 

values are above that threshold, and total represents the total number of predictions made. 

An ETS of one is a perfect score and an ETS of zero indicates no model skill. ETS 

measures how accurately events exceeding a certain threshold were predicted as 

compared to chance. It is frequently used for verifying precipitation forecasts 

(Aminyavari et al. 2018; Baxter et al. 2014; Hall et al. 1999). It was chosen for this study 

due to the similarity in the data structure of precipitation events and power outage events.  

 Probability of detection (POD) is defined as: 

 4.$5
4.$5FG.55,5

        (5) 
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where hits are correct predictions of the fraction of customers without power being over a 

defined threshold, and misses are predictions below that threshold when actual values are 

above that threshold. Probability of detection measures the ability of a model to correctly 

predict outage events over a certain threshold. A perfect score is 1 meaning that the 

model correctly identified all events and the lowest possible score is zero which indicates 

the model correctly identified none of the events that occurred.  

 False alarm ratio (FAR) is defined as: 

 H&'5,	"'&+I5
4.$5FH&'5,	"'&+I5

       (6) 

where false alarms are predictions exceeding that threshold when actual values are below 

the threshold, and hits are correct predictions of the fraction of customers without power 

being over a defined threshold. False alarm ratio measures the probability of a prediction 

being a false alarm. A perfect score is zero indicating no false alarms and the lowest 

possible score is one which indicates every prediction is a false alarm. False alarm ratio is 

not to be confused with the false alarm rate, a term which is synonymous with probability 

of false detection. Both POD and FAR are commonly presented in conjunction with ETS 

e.g. (Aminyavari et al. 2018) to provide insight into model performance beyond the 

overall performance measure ETS. 

5. Results 

5.1 Error Metrics: All locations 

Table 7 shows the mean MAE, RMSE, and ME for each model across the 30 

folds of the random holdout. The values nearest to zero (shown in bold) indicate the 

model that performs best. There is very little difference between the two base line models 
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and the single stage random forest (RF) and two-stage equal weighted random forest 

model for all three metrics. The two-stage impact weighted random forest model has 

slightly larger values indicating slightly worse performance. The ME indicates that this 

model over-predicts by 3.2%, on average.  

 

Table 7: Model Performance for all cases 
Model: MAE RMSE ME 
Baseline Zero 0.016 0.111 -0.016 
Baseline Mean 0.031 0.110 0.000 
Single Stage RF 0.026 0.103 0.000 
Two-Stage Equal 
Weighted RF 

0.021 0.114 -0.003 

Two-Stage Impact 
Weighted RF 

0.050 0.160 0.032 

 

2.5.2 Error Metrics: Outage Cases Only 

The error measures are strongly influenced by the large number of instances 

where power outages did not occur. The baseline zero model can achieve a low MAE by 

simply predicting zero outages at every location for every storm (Table 8). The value of a 

power outage prediction model is its ability to accurately predict the instances that power 

outages do occur. Therefore, the error statistics were also calculated based only on the 

grid cells where outages occurred in each fold of the random holdout. The mean across 

holdouts for each metric calculated for only outage cases in each holdout are shown in 

Table 8. 

 
Table 8: Model Performance for outage cases 
Model: MAE RMSE ME 
Baseline Zero 0.353 0.521 -0.353 
Baseline Mean 0.338 0.511 -0.337 
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Single Stage RF 0.304 0.457 -0.270 
Two-Stage Equal 
Weighted RF 

0.319 0.462 -0.230 

Two-Stage Impact 
Weighted RF 

0.287 0.398 -0.122 

 

For the outage cases, all three random forest models outperform the baseline 

models. Both the single stage RF and two-stage equal weighted RF had similar 

performance, the MAE and RMSE values were slightly lower for the single stage RF 

while the two-stage equal weighted model had a ME closer to zero indicating less of a 

tendency to under predicts outages. However, the two-stage impact weighted model 

performs the best with MAE values 0.017 lower than the single stage model and 0.051 

better than the baseline mean model, the RMSE of the two-stage impacted weighted 

model is 0.059 lower than the single stage model and 0.113 better than the baseline mean 

model. Most notable is the improvement of the ME where the two-stage impact weighted 

model outperformed the two-stage equal weighted model by 0.148 and the baseline mean 

by 0.215. 

5.3 Threshold Based Model Performance Evaluation  

 Many decision makers begin taking action once event exceeds a certain threshold. 

For example, utilities have predetermined thresholds at which they request additional 

restoration crews from outside their district, or company. Evaluating the skill of the 

model to predict when outages exceed thresholds is arguably the most effective way to 

evaluate model performance. Figure 3 shows the models ability to predict events 

exceeding a range thresholds by plotting equitable threat scores, probability of detection 
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and false alarm ratio for each model for low impact events affecting only >5% of 

customers or more up to high impact events that affect >95% of customers.  

 

Figure 3: Model performance as a function of event magnitude. Plotted are lined 
indicating individual models equitable threat score (solid line), probability of detection 
(dashed line), and false alarm ratio (dotted line) of events across a spectrum of 
magnitudes. 
 
 The single-stage random forest has the highest probability of detection for low 

magnitude events, but the probability of detection decreases as event magnitude 

increases. The false alarm ratio of the single stage model is similarly high for low 

magnitude events and decreases as event magnitude increases. It levels off and then 

increases for higher-magnitude events. The result is an equitable threat score that is 

between 0.15 and 0.2 for event thresholds 30% of customers or less. It decreases to near 

zero for event thresholds of 50% of customers or more. This indicates that the model has 
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modest skill for these low-magnitude events and little to no skill for moderate-magnitude 

events or higher (i.e., those affecting >30% of customers).  

 The two-stage random forest with equal weights has lower probability of 

detection for low-magnitude events than the single-stage model, however it decreases 

more gradually and it has a higher probability of detection than the single-stage model for 

events affecting >10% of customers. The two-stage model has a higher false alarm ratio 

that remains relatively constant regardless of event magnitude. The result is an equitable 

threat score that is slightly higher than that of the single-stage model for low-magnitude 

events. The performance decreases for event thresholds >50% of customers. This 

indicates that model has some skill for predicting events that affect <50% of customers.  

 The two-stage random forest impact weighted model has a high probability of 

detection for low-magnitude events and this remains relatively unchanged as the event 

magnitude threshold increases to >20% customers. The false alarm rate of the impacte 

weighted model is quite high and it is consistent for all event magnitudes. This results in 

an equitable threat score slightly below that of the two-stage model for events affecting 

<60% of customers and slightly above for events affecting >60% of customers.  

5.4 Model Selection 

 Overall (all cases) model performance metrics showed that both the single-stage 

model and the two-stage equal weights model had very similar performance to the 

baseline models, while the two-stage impact weighted model did not perform as well. 

However, these overall metrics are heavily influenced by the large proportion of non-

outage cases in the dataset. Performance metrics for the outage only cases showed that all 
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three random forest models outperformed the baseline models. The single-stage and two-

stage equal weights model performed similarly, although the latter model had less 

tendency to under predict than the single-stage model. The two-stage impact weighted 

model had the best performance for the outage only cases.  

The threshold-based analysis showed that the two-stage impact based model had a 

high false alarm ratio and the single stage model had a low probability of detection for 

moderate and high magnitude events, while the two-stage equal weight model had better 

performance for the majority of thresholds. Therefore, the two-stage equal weights model 

was found to be the best model. Throughout the three-step evaluation process it had the 

most consistent performance and as a result we select it as the best model. Further 

analysis will focus on this model.  

5.5 Variable Importance 

Figure 4 shows the variable importance for the top 15 most influential variables in 

both the classification and regression stage of the two-stage equal weighted model. The 

top two variables in the binary classification stage, population density and percent of 

developed land highlight the importance of exposure. Because these variables serve as 

proxies for customers and power system infrastructure their high importance in 

determining whether or not an outage will occur in a particular grid cell indicate that 

density of power infrastructure a very important factor in predicting outages. The next 

two most important variables are both quantitative precipitation forecast (QPF) based 

variables, these variables likely are key indicators on the confidence of the weather 
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forecast for thunderstorms in terms of likelihood and coverage, and the expected 

severity/duration of the thunderstorms.  

 
Figure 4: Variable importance of the two-stage equal weighted model. The top panel 
shows the top fifteen most influential variables in the binary classification stage and the 
bottom panel shows the top fifteen variables for the regression stage, variables are 
colored based on if they are a weather variable (green), non-storm specific environmental 
(red), or storm-specific environmental (blue). 
 
 Three of the four variables in the regression stage are related to the probability of 

precipitation and amount of precipitation. Population density is the only non-precipitation 
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related variable in the top four. This, once again, highlights its importance as a variable 

that captures the exposure of the power system to storm-related damage.  

There are also some surprising absences from the top 15 most important variables 

in both stages. The first is the leaf area index (LAI) percentile. Based on previous 

research and discussions with power utilities it was expected that LAI would be a 

somewhat influential variable. However, in our model that is not the case. There are 

several possibilities for this, first it is possible that LAI percentile method utilized in this 

research is not an effective generalization of the tree phenology that affects power 

outages. However, we believe that it more likely that its lack of importance is the result 

of the sample of outage data used. Outage data for only 31 event days were used in the 

development of this model. These 31 days tended to be clustered with the majority of 

events during the spring and summer months. This results in the majority of these events 

occurring during similar stages of leaf phenology, and this is believed to have reduced the 

importance measure of LAI in this model. Further analysis with a more seasonally 

complete data should be conducted to fully analyze the importance of tree phenology in 

power outage prediction.  

 Another surprising absence is the convective hazard probability variables. These 

weather variables were the only weather variables included in this study that explicitly 

predict the probability of severe thunderstorms. Based on past research that studied the 

relationship of high winds and lighting with outages is would have been expected that 

variables characterizing the likelihood of thunderstorms capable of producing severe 

wind, hail, as well as tornadoes would have been very important it the modeling of 



34 
 

thunderstorm related outages. One possibility is that these atmospheric phenomena are 

very localized and it is difficult to predict if a certain grid cell will experience any of 

these phenomena up to twenty-four hours in advance. As a result, most utility grid cells 

where high probabilities of convective hazards are forecast ultimately do not experience 

these hazards. Larger grid cells would increase the probability of a grid cell with high 

convective hazard probabilities experiencing a severe convective storm. Developing a 

model with coarser resolution may ultimately improve model performance by better 

characterizing the risk of severe convective storms. 
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5.6 Analysis of Performance by Meteorological Event Severity  

Conducting leave-one-day-out cross validation allows for evaluation of model 

performance for specific days or groups of days. Figure 5 shows the performance of the 

two-stage model for events falling into each of the four convective coverage categories 

 

Figure 5. Boxplots showing error by convective coverage type (Isolated, Scattered, 
Numerous, Widespread). Negative error indicates under-prediction while positive error 
indicates over-prediction. 
 

Results show that there is no significant difference between convective coverage 

groups and overall performance for all groups is quite good. As previously discussed, this 

is likely due to the influence of the large number of cases where a power outage did not 

occur. Figure 6 shows boxplots of errors for each of the four convective coverage groups 

for the cases where power outages did occur.   
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Figure 6: Boxplots of error for cases where power outages did occur in each of the 
convective coverage categories (Isolated, Scattered, Numerous, Widespread). Negative 
error indicates under-prediction while positive error indicates over-prediction. Notches 
indicate the confidence interval of median error. 
 

Results for outage cases only show some significant differences for different 

convective coverage categories. Isolated events have the lowest error of all events. 

Scattered and numerous events have similar performance as indicated by the overlap in 

their confidence intervals. The widespread events have the worst performance of all four 

convective coverage events where the median prediction error is in excess of -0.25 

indicating that the model significantly under predicts outages cases that occur during 

widespread convective events.  
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Directly analyzing model output for both a low magnitude event and a high 

magnitude event is useful to understand the spatial patterning of outages and how well 

the model matches those patterns. Figure 7 shows a map of radar during an isolated event 

on January 22, 2012 as well as actual outages and predicted outages.  

 

Figure 7. Three panel image of radar reflectivity (Panel A), actual outages (Panel B), and 
Predicted Outages (Panel C) for an isolated convective coverage event occurring on 
January 22, 2012. 
 

Panel A shows a radar reflectivity from during the event, since it is one image 

from the entire 24 hour period it is meant to be illustrative of the convective mode and 

coverage for this event and not a complete picture of the extent and severity of 

thunderstorms on this day. It shows widely isolated pop up thunderstorms over a portion 

of study area. Panel B shows actual outages occurring on this day with almost all areas 

having no outages. However, there are a handful of grid cells with outages, a few of 



38 
 

which affect >50% of customers. These are widely scattered and likely due things such as 

lightning strikes or isolated cases of tree damage to unhealthy trees. Panel C shows the 

predicted power outages for this event. In this case, the model predicted zero outages to 

occur for the entire study area and failed to identify the few cases where power 

disruptions did occur, however this would be expected due to the unpredictable nature of 

the likely causes of these outages since it is impossible to identify the exact locations of 

hazards like isolated lightning strikes in advance of the storms occurrence.  

 Figure 8 shows a similar three panel display for a widespread event occurring on 

April 27, 2011. 

 

Figure 8: Three panel image of radar reflectivity (Panel A), actual outages (Panel B), and 
Predicted Outages (Panel C) for a widespread convective coverage event occurring on 
April 27, 2011. 
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Panel A shows a snapshot of radar reflectivity over the study area to show the 

convective mode and coverage of storms. We can see multiple lines of supercells tracking 

over the study area with a squall line further to the west. Panel B shows the actual power 

outages. We can see large areas of significant power outages over the northern half of the 

study areas. In many cases, power outages are affecting > 50% of customers in these 

areas. These areas were impacted by the multiple lines of supercells, many of them 

tornadic, as well as a squall line earlier in the day. Panel C shows the predictions of 

power outages. For most of the study area we see predictions of no power outages, 

however there are some areas in the particularly in the northern portion of the study area 

where power outages affecting of 20-40% of customers are predicted to occur. When 

compared to the actual power outages from panel B we can see that the model under 

predicted both the severity and spatial coverage of these outages, although it does 

correctly identify one of larger clusters of power outages. The poor performance for this 

high magnitude event is expected based on the results of the threshold based evaluation 

conducted in section 2.5.3 which showed a probability of detection of only around 20% 

for cases affecting >50 % of customers.   

6. Discussion 

Results showed that all three models had comparable overall performance to the 

baseline models and showed higher skill in predicting more severe outage cases. This 

indicates that the prediction of thunderstorm related power outages using a spatially 

generalized model is possible. This a noteworthy since previous spatially generalized 

models (Guikema et al. 2014; McRoberts et al. 2016; Nateghi et al. 2014) have only been 
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used to predict tropical cyclone-related power outages. Our comparison of three different 

random forest based models found that a two-stage equal weights model, similar to the 

one used by McRoberts et al. (2016) in a spatially generalized power outage prediction 

model for hurricanes, performed well for predicting thunderstorm-related power outages.  

Analysis of variable importance shows some similarities with previous power 

outage prediction studies. Both population density and developed land cover amount 

were important variable. This agrees with the findings of Quiring et al. (2011) and 

McRoberts et al. (2016). Three of the five SPI variables were ranked in the top 15 

variables in the regression stage of our two stage model. This is consistent with Han et al. 

(2009a) and McRoberts et al. (2016) . In addition, Leaf Area Index (LAI) was not an 

important variable in our models. This agrees with He et al. (2016) who found 

incorporating tree leaf variables did not lead to consistent improvements in model 

performance. It is possible that this may be due to the limited sample size and clustering 

of events within the growing season, however further study would be needed to test this 

hypothesis.  

There are a number of limitations of this study. The most significant limitation of 

this research is related to the data provided by the partner utility. Only 31 days with 

thunderstorm activity were used in this study and many of these days are clustered 

closely together. While clustered thunderstorm activity can occur frequently as the result 

of shortwave troughs repeatedly tracking over the same area or stalled frontal boundaries, 

this does limit the variation in the meteorological conditions and the storm-specific 
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environmental variables. Having a larger sample size would likely improve model 

performance. 

 The model was also found to have poor performance for higher magnitude 

events. This is also likely due to the training data that were used. Out of 31 events there 

were only 2 that were classified as moderate or higher risk by the Storm Prediction 

Center. Random forest models make prediction using the mean of data points at each leaf 

node. As a result, random forest does not have the ability to predict outside the range of 

the training data. The use of random forest combined with the leave-one-day out cross 

validation technique is likely a major contributor to the underprediction of both the 

spatial coverage and severity of outages for the high magnitude events.  

 This, combined with the use of tree-based models, resulted in poor performance 

for higher magnitude events as highlighted in section 2.5.6. 

Another potential limitation of this research is that the models likely do not 

include all of the relevant variables that are needed to predict thunderstorm-related 

outages. While this study incorporated 75 variables that were informed by previous 

studies, there is the possibility that influential variables were unintentionally excluded. 

Additional feature engineering could be conducted to identify and incorporate additional 

variables that may improve model performance.  

Another limitation to this study was use of a single spatial scale. There is a lack of 

research on the role of spatial scale in power outages modeling, especially for 

thunderstorm events. The choice of spatial scale in this chapter was arbitrary and was 

solely based on the native resolution of the power outage data. Due to the isolated and 
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somewhat unpredictable nature of thunderstorms, we suspect that the relatively fine 

spatial scale had a negative effect on model performance. The low variable importance 

rankings for convective hazard probabilities are evidence of this. Convective hazards 

variables reflect the probability of localized hazards that cannot be predicted up to 24 

hours in advance at a spatial scale of 2.44 km x 3.66 km. A comparison of model 

performance at different spatial scales will help identify the optimal spatial resolution. 

Despite these limitations, this research is an important step forward in the area of 

thunderstorm-related power outage models since previous work (Kankanala et al. 2011; 

Kankanala et al. 2014; Zhou et al. 2006) relied on observed weather rather than forecast 

conditions. Because this study used forecast weather conditions up to 24 hours in advance 

it gives more time to decision makers to activate mitigation and response plans.  

7. Conclusions 

A total of 75 weather and environmental predictor variables were used to develop 

three models for predicting thunderstorm-related power outages. Our results demonstrate 

that these models have similar overall skill to the baseline models in predicting 

thunderstorm-related outages. However, these models, particularly the two-stage random 

forest equal weights model, have some skill in predicting the outage cases affecting up to 

fifty percent of customers. This shows that the two-stage random forest equal weights 

model has value over baseline methods. These higher magnitude events are of particular 

interest to decision makers at electrical utilities and emergency management agencies. 

The most important variables in the model are the precipitation-related variables and the 

variables that serve as proxies for power system infrastructure. We also noted several 
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groups of variables with lower than expected variable importance. These include Leaf 

Area Index (LAI) and convective hazard probability. One challenge is that the spatial 

scale of these models may be too fine, given the uncertainties in forecasting localized 

thunderstorm activity. Increasing the size of the grid cells may improve the accuracy of 

power outage predictions. While this research is a significant step forward for the 

modeling of power outages caused by thunderstorms, further improvement could be 

gained by incorporating additional data from more thunderstorm events, particularly 

higher end events. Additionally, this research raised some questions about the spatial 

scale used in this model and more research into the spatial scale of the model could result 

in improved prediction models for thunderstorm related outages. 
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