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Can User-Posted Photos Serve as a Leading Indicator of Restaurant Survival?  

Evidence from Yelp 
 

Abstract  

Despite the substantial economic impact of the restaurant industry, large-scale empirical research on 
restaurant survival has been sparse. We investigate whether consumer-posted photos can serve as a 
leading indicator of restaurant survival above and beyond reviews, firm characteristics, competitive 
landscape, and macro conditions. We employ machine learning techniques to analyze 755,758 photos and 
1,121,069 reviews posted on Yelp between 2004 and 2015 for 17,719 U.S. restaurants. We also collect 
data on these restaurants’ characteristics (e.g., cuisine type; price level), competitive landscape, and their 
entry and exit (if applicable) time based on each restaurant’s Yelp/Facebook page, own website, or the 
Google search engine. Using a predictive XGBoost model, we find that photos are more predictive of 
restaurant survival than are reviews. Interestingly, the information content (e.g., number of photos with 
food items served) and helpful votes received by these photos relate more to restaurant survival than do 
photographic attributes (e.g., composition or brightness). Additionally, photos carry more predictive 
power for independent, mid-aged, and medium-priced restaurants. Assuming that restaurant owners do 
not possess any knowledge about future photos and reviews for both themselves and their competitors, 
photos can predict restaurant survival for up to three years, while reviews are only informative for one 
year. We further employ causal forests to facilitate interpretation of our predictive results. Our analysis 
suggests that, among others, the total volume of user-generated content (including photos and reviews) 
and helpful votes of photos are both positively related to restaurant survival.   
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1. Introduction  

The restaurant industry has a substantial impact on the U.S. economy. According to the National 

Restaurant Association, the U.S. restaurant industry generated more than $799 billion in revenue and jobs 

for 1 in 10 workers in 2017. Meanwhile, this industry is also well known for its high turnover rate. 

According to Parsa et al. (2005), the first-year turnover rate of restaurants is as high as 26 percent. 

Nevertheless, large-scale empirical research on restaurant survival has been scarce.  

With the extensive use of camera-enabled smartphones and the increasing popularity of various 

photo-sharing platforms, three billion photos are shared on social media daily (McGrath 2017). In 2017, 

the number of photos taken by consumers was projected to be 1.3 trillion globally (New York Times, July 

29, 2015). Compared to many other industries, the restaurant industry is also unique in that consumers 

love to share photos of their dining experience online (New York Times, April 6, 2010). Moreover, the 

restaurant industry is abundant with rich information on consumer reviews, restaurant characteristics, and 

competitive landscape. Consequently, it provides us with an ideal setting to investigate how photos may 

serve as a leading indicator of restaurant survival above and beyond these alternative factors. 

The information content of a photo visualizes rich information about the restaurant (e.g., food 

items served; ambiance). Although no prior research has formally examined the relationship between 

consumer-uploaded photos and restaurant survival, anecdotal evidence suggests that photos may be 

positively correlated with the level of exposure of the focal business. For example, Yelp reports that 

businesses with 1–5 reviews and 10 photos receive twice as many views compared to businesses with the 

same number of reviews and no photos.1 Moreover, TripAdvisor finds that restaurants with 11–20 photos 

have twice the number of views compared to those with no photos.2 Such statistics suggest that photos 

may serve as a proxy of restaurant popularity above and beyond reviews, which provides us with an 

interesting setting to further explore the potential managerial implications of these user-posted photos. 

                                                   
1https://searchengineland.com/business-profile-review-best-practices-tripadvisor-yelp-276247 accessed on 
3/11/2018. 
 
2 https://www.tripadvisor.com/ForRestaurants/wp-content/uploads/2018/01/Dinerengagement_us_en.pdf 
accessed on 3/11/2018. 
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Furthermore, if the old saying “a picture is worth 1,000 words” is true, photos may facilitate a good match 

between the focal business and its customers. For example, Ghose et al. (2012) show that ranking systems 

incorporating photos of hotels can generate recommendations with a better fit compared to those with no 

photos. Scientific studies have shown that human brains can process an image in as little as 13 

milliseconds (MIT News, Jan 16, 2014). The brain also processes visual information 60,000 times faster 

than text (Vogel et al. 1986). Thus, although the survival of a restaurant might not hinge on the 

experience of a single consumer who either posted photos or viewed photos posted by others, consumer-

uploaded photos may collectively provide some useful information that can be used to forecast its 

survival potential.   

Within this context, we explore answers to the following questions: 1) Can user-posted photos 

serve as a leading indicator of restaurant survival? 2) If so, what aspects of photos are more important and 

what are less important? 3) Are photos more informative for certain types of restaurants? And 4) How 

long can photos remain informative?  

Specifically, we employ machine learning methods to analyze 755,758 photos and 1,121,069 

reviews posted on Yelp between October 2004 and December 2015 for 17,719 U.S. restaurants, among 

which 25.37 percent went out of business during this time window. Built upon the business/restaurant-

survival literature (e.g., Lafontaine et al. 2018; Parsa et al. 2005), we further collect data on these 

restaurants’ characteristics (e.g., chain status, cuisine type, price level), competitive landscape (e.g., 

restaurant concentration, new entries/exits, photos and reviews of competitors), entry time (based on each 

restaurant’s Yelp/Facebook page, own website, or the Google search engine), along with data on macro 

factors (year and zip code). Given that unobserved restaurant quality may impact both user-uploaded 

photos and survival, we employ deep learning techniques to extract measures of restaurant quality along 

four dimensions (food, service, environment, and price) via text mining of 1,121,069 reviews.3 We 

                                                   
3 Given that consumers self-select into writing reviews, we fully acknowledge that Yelp reviews are not a perfect 
measure of restaurant quality. We have explored alternative measures of restaurant quality, such as Zagat or the 
Michelin Guide. Nevertheless, these sources suffer from severe restaurant-selection bias, with Zagat only focusing 
on the most popular restaurants and the Michelin mostly emphasizing high-end upscale dining options. Because our 
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emphasize these four dimensions of restaurant quality based on the prior literature (e.g., Bujisic et al. 

2014; Hyun 2010; Ryu et al. 2012). Our approach is inspired by the recent trend of utilizing consumer 

reviews to track product or service quality over time (e.g., Tirunillai and Tellis 2014; Hollenbeck 2018).4 

We then employ an Extreme Gradient Boosting model (XGBoost) (Chen and Guestrin 2016) to discern 

the incremental predictive power of each of these components for restaurant survival. 

We discover that consumer-shared photos can significantly increase forecast accuracy for 

restaurant survival above and beyond reviews, restaurant characteristics, competitive landscape, and 

macro conditions. Specifically, photos are more predictive of restaurant survival compared to reviews. 

We further explore the incremental predictive power of various aspects of photos, including content, 

photographic attributes, caption, volume, and helpful votes. We learn that the information content (e.g., 

number of photos with food items served) and helpful votes received by these photos relate more to 

restaurant survival than do photographic attributes (e.g., composition or brightness). Photos are also more 

informative for independent (vs. chain), mid-aged (vs. young or established), and medium-priced (vs. 

low-priced) restaurants. Assuming that restaurant owners do not possess any knowledge about future 

photos and reviews for both themselves and their competitors, photos can predict restaurant survival for 

up to three years, while reviews are informative only for one year. 

Despite its many desirable features (such as the ability to maximize predictive accuracy by 

exploring nonlinear relationships among a large number of possibly correlated variables), the XGBoost 

model is not ideal for parameter interpretation. For example, although excellent at identifying the set of 

variables that are informative for prediction, the XGBoost model does not discern whether each variable 

is negatively or positively related to restaurant survival. Therefore, we further employ cluster-robust 

                                                   
research requires time-varying measures of restaurant quality for a large number of restaurants, we resort to text 
mining of Yelp reviews to discern trajectories of restaurant quality over time. 
 
4 Tirunillai and Tellis (2014) find that quality metrics mined from consumer reviews and the quality reported in 
Consumer Reports correlate between 0.61 (for footwear) to 0.81 (for computers). Using 15 years of hotel reviews 
from multiple platforms, Hollenbeck (2018) discovered that consumer reviews serve as a substitute for chain 
affiliation or brand name for independent hotels, as reviews reduce the information asymmetry regarding quality 
between sellers and buyers. 
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causal forests (Athey et al. 2019; Athey and Wager 2019) to facilitate parameter interpretation of the most 

informative predictors as suggested by our XGBoost model. As discussed in Athey and Imbens (2016) 

and Wager and Athey (2018), the causal forests model can serve as a suitable alternative to conventional 

propensity score matching models in inferring treatment effects from rich observational data like ours. In 

contrast to the class of predictive models that emphasize maximizing prediction rather than result 

interpretation, the causal forests model works well in obtaining consistent estimates of treatment effects in 

the presence of a large number of control variables. Unlike the XGBoost model that mostly leverages 

cross-sectional variations for out-of-sample survival prediction, our cluster-robust causal forests also 

allow for clustered standard errors within a restaurant to account for time-invariant variables that are 

unobservable to us (e.g., owner education).5 Our analysis suggests that, among others, the total volume of 

user-generated content (including photos and reviews) and helpful votes of photos are both positively 

related to restaurant survival.  

Our research adds to the business/restaurant-survival literature by examining whether user 

generated content (particularly photos) can predict restaurant survival above and beyond other known 

factors related to company, competition, and macro conditions. Historically, research on business survival 

has mainly focused on company characteristics (e.g., Bates 1995; Lafontaine et al. 2018), competitive 

landscape (e.g., Fritsch et al. 2006; Wagner 1994), and macro conditions (e.g., Audretsch and Mahmood 

1995; Boden Jr and Nucci 2000). Please see Table 1 for a review of this literaute. We contribute by 

examining whether and how consumer-shared photos can serve as a leading indicator of business 

survival. Given our extensive efforts to extract as much information as possible from a large number of 

restaurants over an extended time period, we believe that our research is perhaps among the most 

comprehensive studies on restaurant survival to date. 

                                                   
5 In Section 4.1, we discuss in detail how we mitigate possible time-varying restaurant unobservables (e.g., changes 
in finances or chef) via our restaurant quality measures based on the theory of directed acyclical graphs (Morgan and 
Winship 2015; Pearl 2014). 
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We also contribute to an evolving stream of empirical marketing research that analyzes 

managerial implications of unstructured data. Over the past decade, there has been an emerging trend in 

marketing (e.g., Archak et al. 2011; Lee et al. 2019; Liu et al. 2019; Netzer et al. 2012; Netzer et al. 2019; 

Puranam et al. 2017; Timoshenko and Hauser 2019; Tirunillai and Tellis 2012, 2014; Toubia and Netzer 

2016) that emphasized extracting managerially relevant information from consumer reviews. More 

recently, several researchers have explored the role of photos in consumption experiences (e.g., Barasch 

et al. 2017; Barasch et al. 2017; Diehl et al. 2016), advertising (Xiao and Ding 2014), ranking systems 

(Ghose et al. 2012), brand perceptions (Dzyabura and Peres 2018; Liu et al. 2018), social media 

engagement (Hartmann et al. 2019; Ko and Bowman 2018; Li and Xie 2018), lodging demand (Zhang et 

al. 2018), product returns (Dzyabura et al. 2018), and crowdfunding success (Li et al. 2019). However, 

few studies have explored the relationship between consumer-generated content (especially photos) and 

long-term business prosperity. Our research adds to the literature by filling this void. 

Findings from our research can be beneficial to various stakeholders, including business 

investors, landlords, online platforms, restaurant owners, and research/trade associations. First, 

managers/investors can gain a better understanding of the market before starting a new business or 

investing funds in existing businesses. Additionally, our research can be helpful for landlords who must 

make high-stake decisions, such as deciding whether to start/renew rental leases to new/existing 

restaurants. As of May 2019, the restaurant industry represents about $375 billion market capitalization.6 

Nevertheless, restaurants are also known to have the highest turnover rates in the retail sector (Fritsch et 

al. 2006; Parsa et al. 2005). As per our findings, incorporating photos (especially their information 

content and helpful votes received) into such analysis can significantly increase the prediction accuracy of 

these important business decisions. 

Second, because our research suggests that UGC (especially photos) is useful in forecasting 

survival, online platforms such as Yelp and TripAdvisor might monetize our work by offering premium 

                                                   
6 The number is calculated by summing up market capitalization of all publicly traded restaurant companies listed on 
https://markets.on.nytimes.com/research/markets/usmarkets/industry.asp?industry=53312 accessed on 05/10/2019. 
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analytics reports to their business users. These platforms already routinely provide business owners with 

basic analytics reports (e.g., number of consumer-uploaded photos and reviews). These business owners 

may also benefit from an enriched report that provides more in-depth information on such photos (e.g., 

photo content; helpful votes received) and reviews (e.g., consumer sentiment on food, service, 

environment, and price) for both the focal business and all competing businesses within close proximity.  

Third, restaurant owners might also leverage our research to advance their competitive 

intelligence and resource-allocation strategies. As is well-known in the literature (e.g., Fritsch et al. 2006; 

Kalleberg and Leicht 1991; Parsa et al. 2005), a thorough understanding of the competitive landscape is 

vital to business/restaurant survival. Based on our predictive model, restaurant owners might decide 

whether and/or when to initiate aggressive marketing strategies (e.g., offering promotions) upon detecting 

a decline in the survival probability of a close competitor. Furthermore, given that photos can stay 

informative in predicting restaurant survival for up to three years into the future, our research may also be 

useful for longer-term strategic planning by restaurant owners. 

Last but not least, our research provides useful insights for research/trade associations such as the 

National Restaurant Association and the National Tour Association regarding survival probabilities by 

business characteristics (e.g., chain vs. independent; cuisine type; price level), time trends, and macro 

performances in the restaurant industry. 

2. Data 

We collect data from 17,719 U.S. restaurants listed on Yelp with a total of 755,758 photos and 1,121,069 

reviews between October 12, 2004 and December 24, 2015. Our dataset also contains information on firm 

characteristics, competitive landscape, year, zip code, and entry and exit (if applicable) times for these 

restaurants. The restaurant and review data come from the Yelp Dataset Challenge Round 7. The 

competitive landscape, zip codes, and exit times are processed from Yelp provided data. To complement 

the Yelp dataset, we further collect the Yelp photos of all restaurants in our dataset. Additionally, we 

collect data on entry time of these restaurants from Yelp, the restaurant’s website, Facebook page, or via 

the Google search engine. All data collection and processing are based on Python. Figure 1 depicts the 



 

 

8 

roadmap of this research. In the following subsections we explain each respective block of this roadmap 

in more detail. Summary statistics of reviews and photos are presented in Table 2. Restaurant level 

summary statistics are provided in Table 3. Some additional supplementary statistics are shown in 

Appendix A. 

2.1 Photos  

The photo information collected from Yelp includes the upload date, helpful votes received, the caption 

written by the poster, as well as the general content (i.e., food, drink, interior, outside, menu) as classified 

by Yelp. Because we only observe the posting date of each photo and the total number of helpful votes 

received by a photo at the end of our data collection, we use the number of helpful votes normalized by 

the number of years since upload, i.e., yearly helpful votes, to measure the helpfulness of each photo. We 

describe how we extract information for photo content, photographic attributes, and caption below.  

2.1.1 Photo Content 

Yelp has developed a deep learning model that yields a general photo classification as follows: food, 

drink, interior, outside, and menu.7 Because this general classification may not fully capture the detailed 

content of a photo (e.g., strawberries, seafood, ocean view), we further extract specific content in the 

photo using Clarifai API. Marketing researchers have utilized APIs to identify objects in photos (Ko and 

Bowman 2018; Li et al. 2019). We chose Clarifai because it has been a market leader in photo-content 

detection. Clarifai was among the top five winners in photo classification at the ImageNet 2013 

competition and is particularly useful for our study because it provides highly detailed labels for food. 

Clarifai’s “Food” model recognizes more than 1,000 food items in photos down to the ingredient level.8 

Appendix B provides a more detailed description of how we use Clarifai API in our research. While 

Clarifai API generated 5,080 unique labels for all photos in our dataset, the vast majority of them appear 

                                                   
7 https://engineeringblog.yelp.com/2015/10/how-we-use-deep-learning-to-classify-business-photos-at-yelp.html 
accessed on 06/09/2019. 
 
8 https://clarifai.com/models/food-image-recognition-model-bd367be194cf45149e75f01d59f77ba7 accessed on 
04/30/2019. 
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in only a few photos. Therefore, we include the top 200 labels (encompassing all labels with more than 

2.4 percent frequency in our photo dataset) in our predictive model. 

Given that the variety of objects in a photo might also affect its memorability (Isola et al. 2011) 

and consumer appetite (Wadhera and Capaldi-Phillips 2014), following prior literature on visual 

complexity (Isola et al. 2011), we count the number of unique labels in a photo. One challenge we faced 

was that there is no clear structure in the returned 5,080 labels (e.g., returned labels might include both 

“berry” and “strawberry”, but “berry” is a superset of “strawberry”). To solve this problem, we use 

WordNet (Fellbaum 1998; Miller 1995) to structure the labels. For example, “fruit” is a superset of 

“berry,” which, in turn, is a superset of “strawberry.” Thus, in this example, “strawberry” is the leaf node, 

and in our analysis we use leaf nodes (the label at the most refined level) among the 5,080 labels to 

measure the variety of content in each photo. 

2.1.2 Photographic Attributes 

While extracted photo content directly depicts important aspects of the restaurant (e.g., food items served, 

ambiance), we further examine whether photographic attributes carry any predictive power for restaurant 

survival. As suggested by Zhang et al. (2018), photographic attributes may reflect the quality of a photo, 

which in turn may affect demand. Specifically, following Zhang et al. (2018), we organize photographic 

attributes into three categories: 1) color; 2) composition; and 3) figure-ground relationship (see definitions 

in Table A1 in Appendix C) based on the prior photography and marketing literature. For example, 

researchers have shown that color can affect the aesthetics (Arnheim 1965; Freeman 2007) and 

attractiveness of food (Nishiyama et al. 2011; Takahashi et al. 2016; Wadhera and Capaldi-Phillips 2014). 

Composition describes how different subjects and visual elements are arranged within the photo (Krages 

2012). Visually balanced photos give the audience the feeling of order and tidiness and minimize 

cognitive demands (Kreitler and Kreitler 1972). The figure-ground relationship reflects how the central 

element of the photo is distinguished from the background. Consumer research suggests that ads 
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containing photos with clear figure-ground relationships receive more attention from their audience 

(Larsen et al. 2004).  

In sum, we use an 18-dimensional vector to capture the color, composition, and figure-ground 

relationship attributes of each photo, with each dimension bounded between 0 and 1. A higher score 

represents a higher intensity in that dimension. For example, a photo with a 0.9 brightness level is much 

brighter than one measuring 0.1. Appendix C includes more technical details of how we extract these 

photographic attributes.  

2.1.3 Photo Caption 

Seventy-one percent of photos in our dataset have a caption (i.e., a short description of the photo provided 

by the poster), generally reflecting either a dish name, such as “strawberry cheesecake,” or 

positive/negative sentiment associated with the photo, such as “giant pretzel is yummy!” or “the tofu 

wasn’t that great.” 

 We use VADER (Valence Aware Dictionary and sEntiment Reasoner) (Hutto and Gilbert 2014) 

sentiment analysis to analyze photo captions. VADER is a lexicon and rule-based sentiment-analysis tool 

specifically attuned to sentiments expressed in social media platforms such as Yelp. VADER is calibrated 

on multiple sources: a sentiment lexicon built on well-established sentiment word-banks (LIWC, ANEW, 

GI) and validated by independent human judges, tweets, the New York Times, movie reviews from 

Rotten Tomatoes, and Amazon reviews.  

Our analysis generates a sentiment score for each caption, ranging from -1 (most negative) to +1 

(most positive). Consistent with our expectation, dish-name captions always have a neutral sentiment 

(sentiment score = 0). We also find that there are many more positive than negative captions in our data. 

Please see Appendix D for examples and distribution of extracted sentiments from photo captions. 
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2.2 Reviews 

Because prior literature (e.g., Chevalier and Mayzlin 2006; Liu 2006) suggests that review volume, star 

rating, and length can impact demand, we include these variables in our analysis. In the following, we 

explain how we extract restaurant-quality dimensions from reviews. 

Restaurant quality is unobservable to us, but is a crucial factor for restaurant survival. Based on 

prior literature on restaurant-quality dimensions (Bujisic et al. 2014; Hyun 2010; Ryu et al. 2012), we 

extract the following four quality dimensions from reviews: food, service, environment, and price. 

Compared to the price level given by Yelp which is time-invariant, the quality dimension measure of 

price based on reviews can track consumer sentiment regarding prices over time. 

One challenge of evaluating restaurant quality dimensions based on reviews is that Yelp reviews 

do not provide separate numerical ratings for each quality dimension. For each review in our dataset, 

therefore, we must determine whether any of the four quality dimensions are mentioned and, if so, the 

sentiment of the corresponding dimension(s). Because we have over a million reviews in our dataset, it is 

challenging to manually label all of them. Therefore, we randomly select 10,000 reviews from our review 

dataset and recruit 4,051 consumers from Amazon Mechanical Turk (Mturk) to each read and provide 

labels for 20 reviews, which provides an average of 8 labels per review. Please see the details of our 

Mturk survey in Appendix E.  

In line with the stream of literature that utilizes deep learning to extract managerially relevant 

information from reviews (e.g., Lee et al. 2019; Liu et al. 2019; Timoshenko and Hauser 2019), we use a 

text-based multi-task convolutional neural network (CNN) to extract restaurant quality dimensions from 

reviews. The 10,000 reviews and their labels were used to calibrate the text-based CNN. We randomly 

split the 10,000 reviews into 80% for calibration and 20% for out-of-sample testing. In the calibration 

process, the text of each review is treated as model inputs, and the outputs are the eight quality dimension 

scores labeled by the Mturk survey. The text-based CNN yields AUC scores greater than 0.88 for all eight 

tasks in the holdout testing dataset, as shown in Table A5 in Appendix E. We then extrapolate the 

calibrated CNN to each review in our dataset to extract the quality dimension scores, an 8-dimensional 
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vector of scores bounded between 0 and 1, with a higher value representing a higher probability that the 

review mentioned the corresponding quality dimension (for the first four scores in the vector) or better 

sentiment (for the second four scores in the vector) in the corresponding dimension. We implement the 

text-based CNN with Tensorflow, a widely used deep learning library. Please see Appendix E for more 

details.  

2.3 Restaurant Characteristics 

Based on the extant business survival literature (e.g., Audretsch and Mahmood 1995; Bates 1995; Parsa et 

al. 2005), we include several restaurant characteristics including age, chain status, cuisine type, and price 

level in our survival model. Prior studies (e.g., Carroll 1983) often suggest that less-established 

businesses are more prone to failure compared to their longer-established counterparts. Since not all 

restaurants include their opening-year information on Yelp, we take the following steps to collect data on 

age for restaurants in our sample. First, we wrote a Python program to check and collect birth-year 

information from each restaurant’s Yelp page. Second, for restaurants with no birth year listed on Yelp, 

we collect the URL link of their Facebook page from a restaurant’s website (if listed on Yelp). Third, we 

then collect birth-year information from the respective Facebook page. Lastly, for the restaurants that do 

not report birth years on Yelp or Facebook, two research assistants manually check birth years on 

restaurants’ websites (if available) or through the Google search engine. In total, we are able to collect 

birth year information for 10,368 restaurants, accounting for 59 percent of all restaurants in our sample. 

Following Parsa et al. (2011), chain status was determined by whether the number of restaurants 

with the same name in our dataset was greater than five. Cuisine types are based on the cuisine-type 

labels provided by Yelp (e.g., fast food, bars, pizza). Yelp categorizes restaurant cuisines into 260 types. 

A restaurant may have more than one cuisine type (e.g., McDonald’s belongs to both fast food and burger 

categories). Because many cuisine types include only a few restaurants in our sample, we examine the 

survival probabilities of the top 10 cuisine types and grouped the remaining types as “others.” The price 

level was measured by from one to four dollar signs, as indicated on Yelp. As shown in Table 3, 26 
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percent of restaurants in our sample are chain restaurants, and the sample represents a wide variety of 

restaurants with different cuisine types and price levels.  

2.4 Competitive Landscape 

According to the business survival literature (Fritsch et al. 2006; Kalleberg and Leicht 1991; Parsa et al. 

2005; Wagner 1994), the intensity of competition plays a vital role in the survival of a business enterprise. 

Consequenly, we take into account competitor concentration, new entries/exits in each period, and photos 

and reviews of competitors in our survival model. Following (Parsa et al. 2005), we consider all 

restaurants in the same zip code as competitors of the focal restaurant. Given that restaurants from the 

same cuisine types often compete for a similar customer base, for each restaurant-year observation, we 

further group competitors from overlapping/non-overlapping cuisine types in each year and zip code. 

Overlapping means that the competing restaurant shares at least one cuisine type with the focal restaurant; 

non-overlapping means that they have no cuisine type in common. A large number of competitors within 

the same cuisine type in an area can indicate the popularity of that cuisine type and/or fierce competition 

in that area (Fritsch et al. 2006). We also take into account the number of new entries and exits in each 

year and zip code. Many exits may indicate decreased demand and/or less competition in that area, while 

many new entries may indicate increased demand and/or more competition (Fritsch et al. 2006). Finally, 

we account for the volume of photos and reviews and average star ratings of competitors in each year and 

zip code, because the UGC of competitors may also reflect fierceness of competition.  

2.5 Macro Conditions 

We account for macro conditions such as time trends by year dummies and local environments by zip-

code dummies. The interactions between year and zip-code dummies capture local condition changes over 

the years. We do not need to include year-zip-code-pecific dummies, because the XGBoost and causal 

forests models account for interactions between year and zip-code dummies automatically.  

2.6 Exit Time  

To study restaurant survival, we need to know whether and/or when a restaurant went out of business. For 

each closed restaurant, Yelp has a salient banner on the restaurant page indicating that “Yelpers report 
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this location has closed” (see Figure A2). During the eleven sample years, 4,495 restaurants (25.37 

percent of all restaurants in our sample) went out of business. 

However, Yelp does not provide information regarding the exit time. For each closed restaurant, 

we seek the earliest review that mentions a restaurant’s closure and use the date of that review to 

approximate its exit time. We use keyword matching to identify the earliest review mentioning the closure 

of a restaurant. To obtain a dictionary of keywords, we recruited a research assistant to read all reviews of 

200 randomly chosen closed restaurants in order to identify words and phrases representing the permanent 

closure status of a restaurant. This dictionary of keywords is then used to identify exit time for all closed 

restaurants in our dataset. If a closed restaurant had no reviews mentioning its closure, we use the last 

review date of the restaurant to approximate its exit time. Figure A2 shows an example of a review that 

mentioned a restaurant closure. 

As a robustness check, we collect reports about restaurant closure on Eater.com (a website with 

local culinary news that reports restaurant openings and closings). Eater.com only covered restaurant 

closure information for selected cities in our dataset from 2012 to 2015. We use the information provided 

by the subset of closed restaurants that we could identify on Eater.com to crosscheck restaurant exit time. 

We use the exact closure date if such was provided in the Eater.com report; if no exact date was reported, 

we use the date of the report itself as the exit time. The average discrepancy between the closure date 

identified via Yelp reviews and that identified by Eater.com was 60.95 days. Since we use a year as the 

unit of analysis, the difference is negligible.  

In Appendix A, we depict survival patterns by cuisine types and states. In this appendix we also 

provide some model-free evidence that supports our conjecture that consumer-shared photos and reviews 

may serve as leading indicators of restaurant survival. 

3. Predicting Restaurant Survival  

In Section 3.1, we describe a predictive model of restaurant survival based on XGBoost (Chen and 

Guestrin 2016) using all input variables shown in Figure 1. We first apply this model for a one-year-ahead 

prediction and explore what factors are most important in forecasting restaurant survival in Section 3.2. 
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We then examine whether consumer-shared photos are more informative for certain types of restaurants 

in Section 3.3. In Section 3.4, we investigate how long consumer-shared photos can remain informative in 

forecasting restaurant survival. All estimations in this section were implemented in Python. 

3.1 Model – XGBoost  

We apply the XGBoost model (Chen and Guestrin 2016) to predict restaurant survival. The superior 

predictive performance of this model has been widely recognized across many machine learning 

challenges hold by Kaggle and KDD cups (Chen and Guestrin 2016). Some marketing researchers have 

also used XGBoost (e.g., Rafieian and Yoganarasimhan 2018; Rajaram et al. 2018) or similar gradient 

tree-boosting methods (Yoganarasimhan 2019) for complex customer behavior prediction problems. 

The XGBoost model has the following four properties that are particularly desirable in our 

context. First, XGBoost works well in handling a large number of predictor variables that may correlate 

with each other (Chen et al. 2018). This property is particularly helpful in our context because many of 

our predictors are correlated. Second, given that our predictive model includes many independent 

variables, XGBoost is also particularly suitable as it automatically selects the most informative variables 

for prediction (Chen and Guestrin 2016). Third, XGBoost’s flexibility in handling potentially high-order 

interactions among predictors (Friedman 2001) is advantageous in our context, because nonlinear 

relationships might exist among our predictors (e.g., the volume of photos might be more indicative of the 

survival for a young restaurant than for an established restaurant). Lastly, XGBoost’s ability to efficiently 

process sparse data (Chen and Guestrin 2016) is also helpful, as our data contain many dummy variables 

(e.g., cuisine types, zip codes, years) and some variables with missing values (e.g., restaurant age).  

Following Figure 1, we include variables related to consumers, company, competition, and macro 

factors as inputs and restaurant survival as output for the XGBoost model. Let ! denote restaurant, 

"	denote period. We define each period as a calendar year (for example, in year 2014, " = 2014) because 

yearly predictions (compared to monthly predictions) provide a longer lead time for managers and 

investors to plan their resource-allocation decisions. Furthermore, because some restaurants may have no 

newly posted photos or reviews within a given month, using year rather than month as the unit of analysis 
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also reduces sparsity of data and improves the stability of our empirical model. Assume the observation 

window of restaurant i begins at calendar year )*+ and ends at )*. The dependent variable is ,*-��,*- = 1 

if restaurant ! survives at period ", ,*- = 0 if restaurant ! is closed at period ".  

To ensure that our predictive model of restaurant survival can be generalized to restaurants not in 

our dataset, we carry out our survival prediction primarily based on cross-sectional rather than within-

restaurant variation. Namely, we split the training and testing data at the restaurant level (all observations 

of a restaurant will be either in the training or the testing dataset, but not both). We take within-restaurant 

variation into account in Section 4 when our primary goal is to interpret parameter estimates rather than 

maximizing out-of-sample prediction.  

In what follows, we outline the basic intuitions behind the XGBoost model. XGBoost derives 

from the method of gradient-tree boosting (Friedman 2001) and is an ensemble of trees that combines a 

group of weak learners to build a strong learner. Let . denote the total number of trees with g=1,2,…G; 

/0 is number leaves of tree g; 10 is a function representing tree 2; and 304 is the prediction of leaf 5 of 

tree 2. XGBoost aims to minimize the objective function outlined in Equation (1) (Chen and Guestrin 

2016). The objective function consists of two parts: a loss function captured by the first term and a 

regularization term defined by the second term. 6 is the set of parameters to be calibrated through the 

model. Because our dependent variable is binary, the loss function is the negative log-likelihood (Chen 

and Guestrin 2016). 10 generates a prediction based on the vector of independent variables 

(8*-9:, 8*, 8-9:), as shown in Figure 1, with 8*-9: being the lag one period of time-variant variables such 

as volume of photos, 8* representing time-invariant variables such as cuisine types, and, 	8-9: being 

restaurant-invariant variables such as year dummies. For ease of exposition, we denote =*-9: =

(8*-9:, 8*, 8-9:). The prediction ,>-?  is the sum of predictions of individual trees.  

Given our primary interest in predicting restaurant survival, we lag " for one period for time-

variant variables. In our data, 1,723 restaurants failed within one year. The inclusion of such restaurants in 

our analysis can be highly beneficial for facilitating our understanding of restaurant survival. Therefore, 
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we decided not to drop these restaurants in our analysis. Instead, we include a period zero where the UGC 

of all restaurants was set to zero, and non-UGC variables (e.g., restaurant characteristics, competitive 

landscape, macro factors) were used to predict survival during the opening year of each restaurant. In 

total, we have 89,384 restaurant-year observations.  

(1) 																																																					min	
C

5DEE(6) +Ω(6)	 

5DEE(6) = −I I J,*- ln
LMNO?

1 + LMNO?
+ (1 − ,*-)ln	

1

1 + LMNO?
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QR

-SQR
T

U

*S:

 

 

Ω(6) = I VW/0 +
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XI304

Y

Z[

4S:

\

]

0S:

 

 
Where                                                    ,>-? = ∑ 10(=*-9:)

]
0S:  

                                                               10:	=*-9: → 304, 5 = 1,2, … , /0 

To prevent overfitting, the regularization term in Equation (1) is the sum of regularization terms 

of individual trees (Chen and Guestrin 2016).	W and X are hyper-parameters that are determined outside of 

the optimization, which are chosen by researchers. We carefully tune the hyper-parameters before 

calibrating XGBoost. Please refer to Appendix F for more details on how we optimize the hyper-

parameters. 

Table 4A describes the predictors related to consumer-shared photos and reviews in our XGBoost 

model. Table 4B includes predictors associated with company characteristics, competitive landscape, and 

macro factors. Because consumers can post photos without posting reviews and vice versa, Yelp separates 

photos (on top) and reviews (on bottom) on each restaurant page. Consequently, we included photo 

variables and review variables as two separate batches of independent variables. Because recent photos 

and reviews may carry more predictive power compared to earlier ones, we include, whenever applicable, 

both the one-period lag variable that captures photos and reviews posted in the last period (referred to as 

OnePeriodt-1) and the cumulative variable that encompasses all photos and reviews cumulated until the 

end of last period (referred to as ACCt-1) in our model. We include ACCt-1 because: 1) cumulative values 
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can capture the history of a restaurant; 2) in each period, consumers see summary statistics of cumulated 

photos and reviews (e.g., the volume of photos and average star rating) on Yelp. The results reported in 

the paper are based on an XGBoost model including both ACCt-1 and OnePeriodt-1 variables.  

As robustness checks, we also explore the following alternative model specifications: 1) 

OnePeriodt-1 + ACCt-2 to avoid overlap of period t-1 in the model; 2) OnePeriodt-1 + OnePeriodt-2 + ACCt-3  

to capture both one-year and two-year lags; 3) OnePeriodt-1 + ACCt-1 + Changet-1 to explicitly capture 

changes in UGC. Appendix G provides details on these alternative model specifications. Multiple-year 

lags were required in all alternative models described above. As such, we were constrained to drop 

restaurants that survived for only a short time period (one year for specifications 1 and 3; one or two years 

for specification 2), the inclusion of which can be crucial in our understanding of restaurant survival. 

Appendix G shows that our main model specification performs similarly or slightly better compared to 

these alternative specifications, possibly because this specification includes the highest number of 

observations along with relatively fewer predictors.  

Additionally, Appendix G suggests that comparisons for the incremental predictive power of 

various factors are consistent across these different model specifications (see Tables A9 to A11), which 

also provides us with a robustness check for our results in Table 5. To discern the predictive ability of the 

XGBoost model in our specific context, we also compare the predictive performance of XGBoost with 

random forests and support vector machine in Appendix H. The comparison results show that XGBoost 

outperforms all benchmark models.  

3.2 One-Year-Ahead Survival Prediction: What is Most, Somewhat, or Not at All Important 

In Table 5, we compare the predictive power of the following model specifications: 1) baseline (including 

all non-UGC variables related to company, competition, and macro factors); 2) baseline + review 

(including all non-UGC variables and variables related to reviews only); 3) baseline + photo (including all 

non-UGC variables and variables related to photos only); and 4) baseline + review + photo. 

We employ the following metrics to gauge the predictive performance of the above models:1) 

Area Under Curve (AUC); 2) Kullback-Leibler (KL) divergence; 3) Mean Squared Error (MSE); 4) 
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Sensitivity; 5) Specificity; and 6) Pseudo R2. The first five metrics pertain to out-of-sample validation, 

and the last one measures in-sample fit. As illustrated in Figure 2, where the horizontal axis is false 

positive rate and the vertical axis is true positive rate, AUC (Hanley and McNeil 1982) is the area under 

the receiver operating characteristic (ROC) curve.9 Therefore, the larger the AUC, the better. AUC ranges 

between 0 and 1. A random model generates an AUC=0.5. AUC has proven to be useful in the evaluation 

of prediction accuracy in many machine learning applications (Bradley 1997; Fawcett 2004, 2006). KL 

divergence10 (Kullback and Leibler 1951) is an information theory measure of divergence of predicted 

distribution from observed distribution, which is widely applied in the marketing literature (e.g., 

Dzyabura and Hauser 2011; Hauser et al. 2014; Huang and Luo 2016). A smaller KL divergence value 

represents better accuracy. For sensitivity and specificity, because sensitivity focuses on surviving 

observations and specificity emphasizes closed observations, the training data are reweighted so that the 

total weights of surviving and closed observations are equal (Seiffert et al. 2008).11 For AUC and KL 

divergence, the training data do not need to be reweighted because they both work well for imbalanced 

samples (Dzyabura and Hauser 2011; Kotsiantis et al. 2006). Pseudo R2 measures the percentage 

improvement in log-likelihood over the null model.12 Pseudo R2 is between 0 and 1, and the higher the 

Pseudo R2, the better.  

To statistically test the incremental predictive power of different factors, we use 10-fold cross-

validation to calculate means and standard deviations of performance. Specifically, we shuffle the 

                                                   
9 Receiver Operating Characteristic (ROC) curve is a graphical plot that illustrates the diagnostic ability of a binary 
classifier (Hanley and McNeil 1982). 
False positive rate =1-specificity= #	cd	de4fg	hcf*-*ig	fejh4gf

#	cd		kge4	lg0e-*ig	fejh4gf
 

True positive rate = recall=sensitivity=#	cd	-kmg	hcf*-*ig	fejh4gf
#	cd		kge4	hcf*-*ig	fejh4gf

 
 

10 KL divergence =− :

n
(∑ ,*-ln	(,>-?

∗
)*- + ∑ (1 − ,*-) ln(1 − ,>-?

∗))*- , which is equivalent to negative log-likelihood. 

,>-?
∗
=

gpNO?

:qgpNO?
 to ensure the prediction is between (0,1). 

 
11 Please refer to parameter “scale_pos_weight” on https://xgboost.readthedocs.io/en/latest/parameter.html and 
“handle imbalanced dataset” section on https://xgboost.readthedocs.io/en/latest/tutorials/param_tuning.html. 
 

12 Pseudo R2 = 1 − Zc04*rgstusuvwx

Zc04*rgyz{{
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restaurants and divide them into ten even buckets. For each iteration, we use 9 buckets (i.e., 90% of 

restaurants) to calibrate the XGBoost and calculate in-sample Pseudo R2 for measuring in-sample fit. The 

hold-out bucket (i.e., 10% of restaurants) is used to calculate AUC, KL divergence, MSE, sensitivity, and 

specificity. Then we calculate the mean and the standard deviation of performance over the 10 iterations.  

Table 5 shows that, consistent across all metrics, 1) UGC (including both photos and reviews) 

significantly increases the prediction performance over the baseline model, and 2) photos have 

considerably more incremental predictive power than reviews. More importantly, as shown in the ROC 

curves in Figure 2, prediction improvement from UGC mainly stems from photos. By and large, photos 

seem to carry more abundant predictive power than reviews in forecasting restaurant survival. 

We further explore what aspects of photos are the most important in predicting survival. 

Specifically, we compare the incremental predictive power of various aspects of photos as defined in 

Table 4A (photographic attributes, caption, volume, helpful votes, and content). Table 6 shows that the 

predictive power of photos mainly stems from their content, followed by helpful votes received. We 

conjecture that, from the viewers’ perspective, photo content is relatively easy to process and thus 

conveys rich information about the focal restaurant. Photos with many helpful votes also seem to be 

informative for viewers, while the total volume of photos, photo captions, or photographic attributes do 

not lead to a significant improvement in prediction accuracy above and beyond the baseline model.  

We further compare the top 30 variables that lead to the highest gain when minimizing Equation 

(1) over the 10-fold cross-validation for the baseline + review + photo model. We choose this model 

because it contains all factors related to restaurant survival, so that we can compare the importance 

weights of all variables. Figure 3 shows the top 30 variables and their importance weights.  

First and foremost, we find that restaurant age is the most significant predictor of restaurant 

survival. This finding provides some external validity of our findings because prior research (e.g., Carroll 

1983; Fritsch et al. 2006; Kalleberg and Leicht 1991) has long shown that organizational age highly 

correlates with survival. 
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Furthermore, we observe that nine of the top 30 variables relate to photos. Specifically, the three 

most informative variables related to photos were 1) the cumulative volume of photos depicting food; 2) 

the cumulative volume of photos depicting the restaurant exterior; and 3) the cumulative average number 

of yearly helpful votes. The result is consistent with prior literature suggesting food is the most critical 

aspect of a restaurant (Duarte Alonso et al. 2013; Sulek and Hensley 2004) and outdoor attractions are a 

vital factor for tourism regions (Getz and Brown 2006). The total volume of photos and certain types of 

specific content (i.e., photos depicting lunch, plates, and dinner, examples in Figure A8) are also among 

the top 30 variables. The total volume of photos alone does not bring significant incremental predictive 

power over the baseline model in Table 6, implying possible interactions between the total volume of 

photos and other predictors. Moreover, photo captions and basic photographic attributes are not included 

in the top 30 predictors, indicating again that content may be more informative for restaurant survival 

than photographic attributes when it comes to consumer-shared restaurant photos. 

In terms of reviews, length, star rating, and consumer sentiments of service and ambience were 

the most predictive factors for restaurant survival. Such findings are by and large consistent with prior 

research. For example, the predictive power of review length resonates with Chevalier and Mayzlin 

(2006), which reports the negative role of review length in demand for books. Additionally, in line with 

Tirunillai and Tellis (2012) which suggests that the valence of product reviews is predictive of company 

stock performance, we learn that review valance (including both star rating and consumer sentiments of 

service and ambience) can be used to forecast restaurant survival. 

With respect to restaurant characteristics, consistent with prior literature on business/restaurant 

survival (e.g., Audretsch and Mahmood 1995; Bates 1990; Kalnins and Mayer 2004; Parsa et al. 2005), 

we observe that, besides age, chain status, price level, and cuisine type were all informative for restaurant 

survival. Moreover, nine of the top 30 variables related to competition, including the number of 

overlapping/non-overlapping competitors, new entries/exits, review volume, star rating, and photo 

volume of competitors, suggesting the importance of competitive landscape in restaurant survival.  



 

 

22 

3.3 Prediction for Heterogeneous Restaurants: For Whom Are Photos More Important? 

In this subsection, we explore whether the incremental predictive power of photos is different for 

heterogeneous restaurants. Specifically, we focus on the following: 1) chain vs. independent restaurants; 

2) restaurants of different ages; 3) restaurants of varying price levels. We choose these dimensions for our 

comparisons because prior literature on business survival suggests that these types of restaurants may 

have different survival rates (Audretsch and Mahmood 1995; Carroll 1983; Lafontaine et al. 2018) and 

thus we conjecture that their survival may be differently associated with photos. Table 7 provides the 

results of such comparisons. The results shown here are based on AUC; we tried the other metrics and 

results were qualitatively consistent. 

We learn that photos carry more incremental predictive power for independent restaurants than 

for chain restaurants, possibly because consumers are in general less uncertain about chain restaurants due 

to brand reputation and franchise regulations (Kalnins and Mayer 2004; Lafontaine et al. 2018). Thus, 

photos explained less variation in survival for chain restaurants than for independents.  

To examine the predictive power of photos for restaurants at different stages of existence, we 

group restaurants by young (age<=5), mid-aged (5<age<=30) and established (age>30). We also explore 

alternative cutoffs such as 33.3% and 66.7% percentiles in restaurant age distribution for all restaurants in 

our sample, and the results are similar. We find that photos are most important for mid-aged and least 

important for established restaurants. Photos carry more predictive power for mid-aged compared to 

established restaurants, possibly because the latter are well-known and rely less on consumer-uploaded 

photos. Photos are also more informative for mid-aged than for young restaurants, perhaps because the 

former have accumulated a volume of photos sufficiently large for prediction purposes. 

We further explore the incremental predictive power of photos for restaurants with different price 

levels. Since restaurants with three or four dollar signs on Yelp represent only five percent of our data, we 

include only medium-priced (price level=2) and low-priced (price level=1) restaurants in this analysis to 

be conservative. We find that photos carry more predictive power for medium-priced than for low-priced 
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restaurants. Possibly because low-priced restaurants are often part of fast-food chains with relatively 

rudimentary food and service, photos may be less important to their survival. 

3.4 Two-or-More-Years-Ahead Prediction: How Long Do Photos Matter? 

In this subsection we explore how long photos can stay informative for restaurant survival. This question 

is particularly important because owners may not foresee their restaurants’ survival beyond one year, and 

a longer-term forecast for survival can be useful for resource allocation and strategic planning. Hence, we 

conduct predictions for multiple years ahead. Assume that a restaurant owner only has information until 

time ". Without knowledge of any UGC posted on Yelp for both the focal restaurant and its competitors 

over the next	∆" years, he wants to predict whether the restaurant can survive in year " + ∆". For example, 

the owner may use photos and reviews until 2010 to predict the restaurant’s survival probability in 2013, 

assuming that he has no information regarding UGC posted on Yelp for the focal restaurant and its 

competitors between 2010 and 2013. We let ∆"=1,2,3,4,5 years. For each ∆", we train separate models 

(baseline; baseline + review; baseline + photo) and use 10-fold cross-validation to calculate the means 

and standard deviations of performance.  

As expected, the incremental predictive power of both photos and reviews over the baseline 

model declines with forecast duration (Figure 4). Interestingly, the dash-dot line (baseline + photo) is 

significantly above the dotted line (baseline) for up to three years, while the dashed line (baseline + 

review) is significantly above the dotted line for only one year. This finding indicates that the predictive 

power of photos lasts longer than that of reviews.  

As robustness checks, we also explore alternative approaches for multiple-year-ahead predictions 

in Appendix I: 1) apply multiple-year-ahead predictions assuming that UGC in future years will be the 

same as that from last year (incorporating continuity in UGC for both focal and competing restaurants); 

and 2) predict closure during any of the future ∆" years (e.g., using photos in 2010 to predict whether a 

restaurant would close before the end of 2013). Compared with the main specification discussed above 

where we predict whether the restaurant would close in a certain year (e.g., forecasting whether a 

restaurant would close in 2013), the second robustness check forecast closure during any of the future ∆" 
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years (e.g., predicting whether a restaurant would close before the end of 2013). Although these are 

essentially different prediction tasks, both robustness checks support our main propositions that 1) photos 

can help forecast restaurant closure in multiple-year-ahead predictions and 2) the predictive power of 

photos is more long-lasting than that of reviews. 

4. Cluster-Robust Causal Forests for Parameter Interpretation  

While generating a kernel of interesting and managerially relevant insights, the XGBoost model is not 

ideal for parameter interpretation. For example, although the XGBoost model works well in identifying 

the set of variables that are informative for prediction, it does not discern whether each variable is 

negatively or positively related to restaurant survival. For instance, although being a Chinese restaurant is 

among the top 30 predictors of survival based on our XGBoost model, it is unclear from the model 

whether Chinese restaurants have a better or worse chance of survival. Therefore, we further employ 

cluster-robust causal forests (Athey et al. 2019; Athey and Wager 2019) to facilitate parameter 

interpretation of our findings. Similar causal forests models have been used in some recent marketing 

papers (e.g., Guo et al. 2017; Narang et al. 2019). In Section 4.1, we describe how we apply the cluster-

robust causal forests model in our context. In Section 4.2, we report results from the model. All 

estimations in this section were implemented with R. 

4.1 Model: Cluster-robust Causal Forests  

Compared with many prediction-based machine learning models, one main advantage of the causal forest 

model is its emphasis on obtaining consistent estimates of parameters rather than maximizing out-of-

sample prediction.13 As discussed in Athey and Imbens (2016) and Wager and Athey (2018), the causal 

forests model can serve as a good alternative to conventional propensity score matching models in 

inferring treatment effects from rich observational data like ours. Similar to propensity score matching 

(e.g., Rubin 1973; Rosenbaum and Rubin 1983) in spirit, cluster-robust casual forests are built upon an 

                                                   
13 For example, SVM with a linear kernel can also provide interpretable coefficients, but its goal is still prediction 
and thus suffers from similar problems as XGBoost, including potential bias due to overfitting (Athey and Imbens 
2016) and a lack of asymptotic theory that enables formal statistical testing. 
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outcome variable (,*-), a treatment variable (}*-9:), and a set of control variables (=*-9:). For instance, 

when estimating the treatment effect of cumulative average yearly helpful votes for photos (}*-9:) on 

restaurant survival (,*-), we set a vector of variables including the cumulative volume of UGC, review 

variables (including star rating, review length, and restaurant quality measures extracted from reviews), 

restaurant characteristics, competition, macro factors, year dummies and zip codes as controls (=*-9:). 

The relationship between the outcome, treatment, and controls are modeled in Equation (2) (Athey et al. 

2019).   

(2)                                         ,*- = }*-9:~(=*-9:) + �(=*-9:) + Ä*- 

 This model aims to estimate the treatment effect ~(=*-9:) conditional on =*-9:, with �(=*-9:) =

Å[,*-|=*-9: = =*-9:,}*-9: = 0] capturing effects that are only from controls. As discussed in 

Wooldridge (2009), one way to mitigate endogeneity bias due to unobservables is to include as many 

variables as possible in the model to reduce the correlation between the treatment/control variables and 

the error term Ä*-. As shown in Figure A14, we include as many as 88 controls in our causal forests 

estimations. Similar to Hollenbeck (2018), the inclusion of these controls is crucial to our empirical 

strategy, which may be viewed as descriptive while attempting to come close to causality. 

Compared to propensity score matching, cluster-robust causal forests have the following 

advantages. First, leveraging modern machine learning techniques, causal forests utilize a flexible non-

parametric data-driven approach to determine similarity across observations. As discussed in Athey et al. 

(2019), this approach is particularly advantageous with a large number of controls, as in our study. 

Second, as discussed in Fong et al. (2018), the estimation of traditional matching methods (such as 

propensity score matching) is often sensitive to the model specification employed, especially when the 

treatment variable is continuous. The causal forests model is immune to such problems because the 

building of an honest tree (the building block of causal forests) does not rely on any particular functional 

form. 
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Under the standard unconfoundedness assumption at the heart of propensity score methods 

(Rosenbaum and Rubin 1983), the treatment variable in causal forests is assumed to be independent of 

potential outcomes conditional on controls (Athey et al. 2019): ÖÜ*-
(á)

à ⊥ }*-9:	|	=*-9:. The motivation 

behind this assumption is that we can treat nearby observations in the space of controls as coming from a 

randomized experiment (Wager and Athey 2018). This idea has existed for a long time, and one example 

is nearest-neighbor matching for causal inference (Rubin 1973). It is also worth noting that, although 

automatically accounting for possible interactions among controls, causal forests require controls and 

treatments not to be highly correlated, i.e., the “overlap” assumption (Wager and Athey 2018). Namely, 

there should be enough observations in both treated and untreated conditions near any set of values of 

controls. For a continuous treatment variable, this means that the correlation between the treatment 

variable and any control variable should not be too high, or there will be insufficient variation in the 

treatment variable conditional on a set of values of controls. 

Consequently, built upon the top 30 predictors from the XGBoost model, we define the treatment 

and control variables in our casual forests as follows: First, we consolidate highly correlated variables. 

For example, because the correlation between volume of photos and reviews is as high as 0.75, we cannot 

separately identify their associations with restaurant survival. Hence we combine volume of photos and 

reviews into one variable. We also aggregate numbers of overlapping/non-overlapping competitors into 

the total number of competitors due to the high correlation between the two types. Next, we decide to use 

cumulative variables (ACCt-1) in our causal forests model because 1) cumulative variables and one-period 

lag variables (OnePeriodt-1) are often highly correlated and 2) our XGBoost model suggests that 

cumulative variables are generally more predictive of restaurant survival compared to one-period lag 

variables. As such, we define the treatment variables in Table 8. To estimate the effect of each treatment 

variable, we estimate a separate causal forests model, with all other treatment variables plus restaurant 

quality dimensions, zip code, and year as controls (see the complete list of controls in Table 8). In the 

third column of Table A12 in Appendix J, we demonstrate the maximum correlation between each 
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treatment variable and all controls before orthogonalization (discussed below). The maximum correlations 

between most treatment variables and their controls are less than 0.5. We now discuss how we employ 

orthogonalization to further reduce correlations between our treatment variables and controls.  

Even after carefully selecting treatment and control variables in our causal forests, the propensity 

of receiving treatment (e.g., receiving helpful votes) may still not be independent of some controls (e.g., 

restaurant quality). Therefore, prior to any tree building, the cluster-robust causal forests perform an 

orthogonalization step by regressing out the main effect of =*-9: on }*-9: and ,*-, as suggested by 

Robinson (1988) and Athey et al. (2019). Specifically, as in Equation (3) (Athey et al. 2019), we first 

regress ,*- and }*-9: on the set of control variables =*-9: using regression forests, where }ä*-9:
(9*)

	(=*-9:) 

is predicted }*-9: and ,ã*-
(9*)

(=*-9:) is predicted ,*- conditional on =*-9:. We then retain the residuals, 

}*-9:
∗  and ,*-∗ , to build causal forests. The (-i) superscripts demote “out-of-bag” predictions, meaning that, 

e.g., }*-, " = )*
+,	)*+ + 1, … , )* , of restaurant/cluster ! are not used to compute }ä*-9:

(9*)
(=*-9:) (Athey 

and Wager 2019). The idea is similar in spirit to propensity score adjustment for continuous treatment 

(Hirano and Imbens 2004), with the goal that, after such adjustment, the treatment variable becomes more 

independent of controls. As shown in Table A12 in Appendix J, the correlations between treatment and 

controls are considerably reduced after orthogonalization, with most of them being less than 0.1. For 

example, the maximum correlation between receiving helpful votes and all controls is now 0.08. 

(3)                              }*-9:
∗ = }*-9: −}ä*-9:

(9*)
	(=*-9:) ,     ,*-∗ = ,*- − ,ã*-

(9*)
(=*-9:) . 

Given that the primary goal of causal forests is to obtain a consistent estimate of the treatment 

effect rather than maximizing prediction, we follow Athey et al. (2019) by building honest trees that use 

separate subsamples of observations for placing the splits and calculating similarity weights. Let us 

denote a set of values of =*-9: as 8. When building causal forests, each tree aims to group observations 

with controls similar to 8 in one leaf. Let us grow B (let B= 2000) trees, with each tree built with a 

random subsample of observations åç and a random subsample of control variables. Assume that each 

tree is indexed by é, and the leaf containing 8 is denoted as /ç(8). The similarity between observation 
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=*-9: and 8	measured by tree é is thus defined as èç,*-(8) 	=
êë*-∈Zì(8)î

|Zì(8)|
. Then, the overall similarity 

between =*-9: and 8, denoted by è*-(8), captures the frequency the =*-9: observation falls into the same 

leaf as 8: 

(4)                                                      è*-(8) =
:

ï
∑ èç,*-(8)
ï
çS:  

Note that unlike the XGBoost model that mostly leverages cross-sectional variations for out-of-

sample survival prediction, our cluster-robust causal forests account for within-restaurant variation by 

allowing clustered standard errors (Athey et al. 2019).  We employ cluster-robust causal forests where all 

observations from one restaurant are considered as a cluster. The intuition is that the restaurant-year 

observations in our data are not entirely independent samples. Instead, they were drawn from ñ =17,719 

restaurants, each of which may have some unobserved restaurant-level effect (e.g., owner education) that 

might influence the outcome variable (survival in our case). As such, all observations from one restaurant 

are subject to a restaurant effect regarding its survival. Essentially, utilizing clustered standard errors to 

account for unobserved restaurant characteristics is analogous to a non-parametric random-effect model 

that does not make distributional assumptions (Athey and Wager 2019).14 Technically, allowing standard 

errors to be correlated within clusters, to build each tree, we first draw a subsample of clusters ñç ⊆

{1,2, … , ñ}; then åç is generated by drawing ö observations at random from each cluster ! ∈ ñç (Athey and 

Wager 2019). 

Although the clustered robust errors, as discussed above, take time-invariant unobservables into 

account, some time-variant unobservables (e.g., change of chef or restaurant finance) might still impact 

the survival of a restaurant. We mitigate potential bias caused by such time-variant unobservables via our 

control variables. Based on the theory of directed acyclical graphs (Morgan and Winship 2015; Pearl 

2014), the inclusion of controls is often adequate to correct such bias as long as the impact of time-variant 

                                                   
14 We have also considered including fixed effects to account for unobserved restaurant characteristics. 
Nevertheless, because our dependent variable is censored (i.e., each restaurant can only fail once), simply adding 
fixed effects to such nonlinear models will lead to inconsistent and biased coefficient estimates (Greene 2004). 
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unobservables on the outcome variable is fully absorbed by control variables. Within our context, for any 

time-variant unobservables whose effects on survival can be fully captured by our restaurant quality 

measures, controlling restaurant quality is adequate to correct the bias caused by such unobservables. 

Namely, if any change in chef (or restaurant finance) impacts the survival of a restaurant by affecting its 

quality in food, service, environment, or price, we should be able to absorb such impact by including our 

restaurant quality metrics in our controls.  

Lastly, in the estimation step, the causal forests estimate the treatment effect of }*-9:
∗  in the local 

neighborhood of 8. The conditional treatment effect estimate, ~̂(8), is defined in Equation (5) (Athey et 

al. 2019), which essentially regresses survival ,*-∗  on treatment variable }*-9:
∗ , while giving higher 

weights to observations with controls more similar to 8.  

(5)                                                 ~̂(8) = ∑ úRO(8)(áROùû
∗ 9áü

∗†††††)(MRO
∗ 9Mü

∗††††)RO

∑ úRO(8)(áROùû
∗ 9áü

∗†††††)°RO

 

where          }ú∗†††† = ∑ è*-(8)}*-9:
∗

*- ,          ,ú∗††† = ∑ è*-(8),*-
∗

*-  

The average treatment effect ~̂ is defined in Equation (6). With clusters, we first calculate the 

treatment effect for each cluster (i.e., restaurant), and then take the average across clusters so that each 

restaurant is treated equally (Athey and Wager 2019).  

(6)                                       ~̂* =
:

QR
∑ ~̂(=*-9:)
QR
-SQR

T ,             ~̂ = :

U
∑ ~̂*
U
* . 

4.2 Results: Cluster-Robust Causal Forests  

Table 8 presents results from our cluster-robust causal forests model. As discussed above, each row is a 

separate cluster-robust causal forests estimation, where we treat the focal variable as treatment and match 

it on all the other observable factors (including other variables listed in the second column of Table 8, 

restaurant quality measures, zip-code dummies, and year dummies). A positive sign means a positive 

association with restaurant survival. 

First, we find that restaurant survival is positively related to the cumulative number of photos and 

reviews as well as to the cumulative average yearly number of helpful votes for photos. Many photos and 
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reviews might collectively signal to consumers that this restaurant is worth trying (i.e., “observational 

learning” or “herding”). More photos and reviews may also positively relate to the exposure of a 

restaurant. Additionally, helpful votes for photos might be an indication that such photos offer useful cues 

that facilitate a better match between the focal restaurant and consumer preference. In practice, helpful 

votes may also reveal negative aspects of the restaurant (e.g., stains on the table). Nevertheless, given that 

most of the photos carry positive or neutral sentiment, as revealed in our photo caption analysis, we 

suspect this explains why helpful votes have an overall positive association. 

Interestingly, regarding consumer reviews, star ratings do not have a significant association, 

while review length is negatively related to survival. It is possible that, in the presence of photos, the 5-

point numerical star ratings are not sufficiently fine-grained to discern restaurant popularity. The negative 

association between review length and business performance is consistent with the results of Chevalier 

and Mayzlin (2006), which suggest that longer reviews negatively impact demand because they often 

indicate mixed opinions.  

Our results also reveal the types of restaurants with better chances of survival. We discovered 

that, in general, mainstream cuisine-type restaurants have better survival chances than niche cuisine types. 

As shown in Table 8, restaurants in Mexican, Pizza, Nightlife, Fast Food, Sandwich, and Chinese 

categories generally have a higher likelihood of survival. Mainstream cuisine types are usually in greater 

demand but also face more competition. Our empirical result suggests the demand effect outweighs the 

competition effect in terms of cuisine types. Moreover, after controlling for all other variables in our 

model, we find that lower-priced restaurants appeared to have a better chance of survival in the 

marketplace. Moreover, consistent with Parsa et al. (2005, 2011, 2015), chain restaurants have much 

better odds of survival than independent restaurants. Lastly, we observe a general trend that younger 

restaurants have a higher chance of failure. Therefore, ceteris paribus, the longer a restaurant survives, the 

more likely it will continue to survive in the future. This result resonates with Carroll (1983) that the most 

common finding of empirical studies on business survival is that survival rate increases with age. 
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In contrast, on average, the competition effect outweighs the demand effect in terms of 

competitor concentration. Restaurants usually concentrate in locations with more foot traffic and, 

consequently, they face stiffer competition. We find that restaurants are more likely to survive with fewer 

competitors in the same zip code. Also, restaurants are less likely to survive when consumers rate their 

competitors highly. These findings reinforce that monitoring competitors is important for restaurant 

managers. 

Finally, we explore whether associations between photos and survival were different for 

heterogeneous restaurants: chain vs. independent restaurants, restaurants of different ages, and restaurants 

with varying price levels. Specifically, for each restaurant subgroup, we calculated 1) the association 

between volume of UGC (photos and reviews) and survival; and 2) the association between helpful votes 

and survival. Helpful votes for photos were significantly more important for independent (vs. chain), 

young or mid-aged (vs. established), and medium-priced (vs. low-priced) restaurants, which is overall 

consistent with the patterns we discover for the predictive power of photos. In addition, although the 

volume of UGC is positively associated with survival for all subgroups, we do not find the significantly 

different associations across these subgroups, possibly because we include both photos and reviews in this 

variable.  

5. Conclusions 

We investigate whether consumer-shared photos can forecast business survival above and beyond 

reviews, restaurant characteristics, competitive landscape, and macro conditions. Utilizing a XGBoost 

predictive model, we discover that, as a leading indicator of restaurant survival, photos are more 

predictive of restaurant survival than are reviews. Specifically, the information content (especially the 

number of photos depicting food and outside of a restaurant), as well as helpful votes received, carry the 

most predictive power for restaurant survival compared to other aspects of photos such as photographic 

attributes (e.g., composition or brightness). We also find that photos are more informative in predicting 

the survival of independent, mid-aged, and medium-priced restaurants. Moreover, assuming that 

restaurant owners possess no knowledge of future UGC for the focal business and its competitors, current 
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photos can predict restaurant survival for up to three years, while reviews are informative for only one 

year. We further develop a cluster-robust causal forest model to help us better interpret positive/negative 

relationships between the set of most informative predictors (based on our XGBoost model) and 

restaurant survival. We find that the volume of UGC (both photos and reviews) and helpful votes for 

photos are both positively related to restaurant survival. To the best of our knowledge, few empirical 

studies other than ours have explored whether consumer-shared photos can serve as a leading indicator of 

long-term business prosperity. Ours is also one of the most comprehensive empirical studies on restaurant 

survival to date.  

Findings of this study generate useful insights for multiple stakeholders. Business investors and 

landlords can employ our research results to obtain a better evaluation of the market as well as to monitor 

restaurant survival likelihood. Our models can significantly increase survival prediction accuracy for 

better-informed capital investment/lease decisions on restaurants. Online platforms can also utilize our 

method for premium business intelligence. Furthermore, our findings regarding consumer-uploaded 

photos can provide foresight to managers and investors in terms of survival likelihood for up to three 

years, which can be highly valuable for competitive intelligence, resource allocation, and longer-term 

strategic planning. Lastly, our research offers insights into the macro performance of the restaurant 

industry for marketing research firms and trade associations.  

Our research is also subject to several limitations and provides some fruitful directions for future 

research. First, future research may follow Hollenbeck (2018) by collecting restaurant reviews from 

multiple platforms (e.g., TripAdvisor) to obtain a better measure of restaurant quality. Adding reviews 

from a second platform can potentially mitigate the measurement error of restaurant quality from Yelp 

only. Second, under our approach, the quality metrics for less popular restaurants might be noisier 

compared to those of popular restaurants because the former have fewer reviews. Collecting reviews from 

multiple platforms may be helpful by providing a larger pool of reviews. Based on simulation studies, we 

also learn that, as long as the quality measure is unbiased, even if the magnitude of its noise (i.e., variance 

of noise) is larger for less popular restaurants, our estimates of the treatment effects would remain 
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consistent. Lastly, future research may consider collecting Census data to gather possibly richer 

information on the restaurants in our sample to further enrich our restaurant survival study.  
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Table 1. Review of Prior Literature on Business Survival 

 Factors Literature 

Company 

Firm age Bates 1995; Carroll 1983; Fritsch et al. 
2006; Kalleberg and Leicht 1991 

Ownership type (e.g., chain vs. independent) 

Audretsch and Mahmood 1995; Bates 
1995, 1998; Cooper et al. 1994; Kalnins 
and Mayer 2004; Kamshad 1994; Parsa 
et al. 2005, 2011 

Type of business (e.g., cuisine types) Parsa et al. 2005 

Operation (e.g., price, service, environment) 

Audretsch et al. 2000; Audretsch and 
Mahmood 1995; Kalleberg and Leicht 
1991; Parsa et al. 2015; Parsa, Gregory, 
and Terry 2010; Tveterås and Eide 2000 

Competition 
Concentration Fritsch et al. 2006; Kalleberg and Leicht 

1991; Parsa et al. 2005; Wagner 1994 
Number of entries Fritsch et al. 2006 

Macro 

National conditions 
Audretsch and Mahmood 1995; Boden 
Jr and Nucci 2000; Fritsch et al. 2006; 
Parsa et al. 2010 

Local environment 

Fritsch et al. 2006; Haapanen and Tervo 
2009; Kalleberg and Leicht 1991; 
Kalnins and Lafontaine 2013; Parsa et 
al. 2010, 2011, 2015 
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Table 2. Summary Statistics of Photos and Reviews 

 Count Mean Standard deviation Min. Max. 
Yearly helpful votes for photosa 755,758 0.13 0.27 0 33.51 
Length of captions  
(# of characters) 533,965 31.94 26.13 1 140 

General content of photos      
Food 755,758 59.10%    
Interior 755,758 6.09%    
Outside 755,758 5.14%    
Drink 755,758 3.03%    
Menu 755,758 2.30%    
Others 755,758 24.34%    
      
Star rating of reviews 1,121,069 3.75 1.30 1 5 
Length of reviews  
(# of characters) 1,121,069 617.45 585.41 1 5,000 

aYearly helpful votes for photos = ¢£¢§•	#	£¶	ß®•©¶™•	´£¢®¨	≠®Æ®Ø´®∞	±≤	§	©ß£¢£		§¢	¢ß®	®≥∞	£¶	£™≠	£±¨®≠´§¢Ø£≥	¥Ø≥∞£¥
≤®§≠¨	¨Ø≥Æ®	™©•£§∞

 
 
 
 

Table 3. Restaurant Level Summary Statistics  
Count Mean Standard deviation Min. Max. 

Age (as of year 2015) 10,368 29.86 22.72 1 192 
Chain 17,719 25.95%    
Price level 16,932 1.56 0.61 1 4 
Top 10 cuisine types      
Mexican 17,719 12.34%    
American (Traditional) 17,719 12.04%    
Pizza 17,719 11.89%    
Nightlife 17,719 10.94%    
Fast Food 17,719 10.80%    
Sandwiches 17,719 9.76%    
American (New) 17,719 8.10%    
Burgers 17,719 7.36%    
Italian 17,719 7.18%    
Chinese 17,719 6.77%    
Other cuisine types 17,719 2.82%    
      
Total # of photosa 17,719 42.65 122.55 0 4,793 
Total # of reviewsa 17,719 63.27 135.76 0 5,040 

aTotal # of photos/reviews is cumulative volume at the end of our observation window. 
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Table 4. Definitions of Independent Variables 
Table 4A. Definitions of Independent Variables: Photos and Reviews 

Type Subtype Variable 
(Both one period lag and cumulative until t-1) 

Photo 

Contentit-1 

 

# of photos depicting each of the general content types (food, drink, interior, 
outside, and menu) provided by Yelp 
# of photos containing each of the top 200 Clarifai objects 
Avg. photo variety based on Clarifai labels 
Std. of photo variety based on Clarifai labels 
# of photos equipped with top 33.3% variety in photo contenta 
# of photos equipped with middle 33.3%variety in photo content 
# of photos equipped with bottom 33.3% variety in photo content 

Photographic 
attributesit-1 

Avg. of each attribute (18 attributes of color, composition, figure-ground 
relationship) 
Std. of each attribute 
# of photos rated equipped with top 33.3% of each attribute 
# of photos rated equipped with middle 33.3% of each attribute 
# of photos rated equipped with bottom 33.3% of each attribute 

Captionit-1 

# of photos with a caption  
Avg. caption length (# of characters) 
Std. of caption length 
# of photos with a dish name caption 
# of photos with a positive caption 
# of photos with a negative caption 
Avg. sentiment of captions (if caption is not a dish name) 
Std. of caption sentiment (if caption is not a dish name) 

Photo volumeit-1 # of photos 

Helpful voteit-1 
# of photos with helpful votes 
Avg. yearly helpful votes for photos 
Std. of yearly helpful votes for photos 

Review 

Restaurant 
quality 
dimensionsit-1 

# of reviews mentioning each restaurant quality dimension (food, service, 
environment, price) 
Avg. sentiment of each dimension  
Std. of sentiments of each dimension 
# of reviews equipped with top 33.3% sentiment of each dimension 
# of reviews equipped with middle 33.3% sentiment of each dimension 
# of reviews equipped with bottom 33.3% sentiment of each dimension 

Review volumeit-1 # of reviews 

Star ratingit-1 
Avg. star rating 
Std. of star ratings 
# of reviews of each star 

Review lengthit-1 
Avg. review length (# of characters) 
Std. of review length 

aFor example, “# of photos equipped with top 33.3% variety in photo content” is the number of photos (of 
a restaurant in a period) with the top one-third variety in photo content among all photos in our dataset.  
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Table 4B. Definitions of Independent Variables: Company, Competition, and Macro 
Type Variable Definitions of Variable 

Company 

Ageit-1 Years since the restaurant is founded 

Chaini Whether the number of restaurants with the same name 
was greater than five in our data 

Price leveli $, $$, $$$, $$$$  
Cuisine typesi Cuisine types as defined in Table 3 

Competition 

# of new entriesit-1 Number of competitors opened in the same zip code in 
period t-1 

# of new exitsit-1 Number of competitors closed in the same zip code in 
period t-1 

# of overlapping competitorsit-1 Number of competitors with overlapping cuisine types in 
the same zip code in period t-1 

# of non-overlapping competitorsit-1 Number of competitors with no overlapping categories in 
the same zip code in period t-1 

Avg. of competitors’ # of photosit-1 
Avg. of photo volume of competitors in the same zip 
code in period t-1 
(both one period lag and cumulative until t-1) 

Avg. of competitors’ # of reviewsit-1 
Avg. of  review volume of competitors in the same zip 
code in period t-1 
(both one period lag and cumulative until t-1) 

Avg. of competitors’ avg. star 
ratingit-1 

Avg. of  avg. star rating cross competitors in the same zip 
code in period t-1 
(both one period lag and cumulative until t-1) 

Macro Yeart-1 Year dummies 
Location: zip codei  Zip codes with more than 100 restaurants included 
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Table 5. One-Year-Ahead Prediction – Comparison between Photos and Reviews 

 Out of sample In sample 
AUC KL divergence MSE Sensitivity Specificity Pseudo R2 

Baseline (i.e., no UGC) 
0.7358 0.1822 0.0460 0.6625 0.6903 0.1123 

(0.0031) (0.0017) (0.0005) (0.0023) (0.0063) (0.0003) 

Baseline + review 
0.7482 0.1801 0.0457 0.6788 0.6916 0.1424 

(0.0039) (0.0018) (0.0005) (0.0023) (0.0082) (0.0005) 

Baseline + photo 
0.7919 a 0.1715 a 0.0443 a 0.7187 0.7169 a 0.1919 
(0.0028) (0.0015) (0.0005) (0.0022) (0.0070) (0.0006) 

Baseline + review + photo 
0.7958 a 0.1703 a 0.0440 a 0.7271 a 0.7199 a 0.2044 a 
(0.0033) (0.0015) (0.0005) (0.0024) (0.0080) (0.0006) 

Baseline includes restaurant characteristics, competitive landscape, and macro conditions. 
Results are averaged over 10-fold cross-validation. Standard errors are provided in parentheses. 
a Best in the column or not significantly different from best in the column at the 0.05 level with a 2-sided test. 
For sensitivity and specificity, the training data are reweighted so that the total weights of open and closed observations are equal. 
 

Table 6. One-Year-Ahead Prediction – Different Aspects of Photos 
 Out of sample In sample 
 AUC KL divergence MSE Sensitivity Specificity Pseudo R2 

Baseline 
0.7358 0.1822 0.0460 0.6625 0.6903 0.1123 

(0.0031) (0.0017) (0.0005) (0.0023) (0.0063) (0.0003) 

Baseline + photographic attributes 
0.7356 0.1822 0.0460 0.6762 0.6815 0.1382 

(0.0028) (0.0017) (0.0005) (0.0018) (0.0064) (0.0003) 

Baseline + photo caption 
0.7371 0.1820 0.0459 0.6665 0.6860 0.1194 

(0.0031) (0.0017) (0.0005) (0.0022) (0.0076) (0.0005) 

Baseline + photo volume 
0.7378 0.1818 0.0459 0.6675 0.6861 0.1163 

(0.0031) (0.0017) (0.0005) (0.0025) (0.0073) (0.0003) 

Baseline + helpful votes 
0.7529 0.1792 0.0455 a 0.6719 0.7041 a 0.1354 

(0.0034) (0.0016) (0.0005) (0.0024) (0.0070) (0.0004) 

Baseline + photo content 
0.7865 a 0.1725 a 0.0444 a 0.7127 a 0.7175 a 0.1747 a 
(0.0027) (0.0015) (0.0005) (0.0022) (0.0068) (0.0005) 

Baseline includes restaurant characteristics, competitive landscape, and macro conditions. 
Results are averaged over 10-fold cross-validation. Standard deviations are provided in parentheses. 
a Best in the column or not significantly different from best in the column at the 0.05 level with a 2-sided test. 
For sensitivity and specificity, the training data are reweighted so that the total weights of surviving and closed observations are equal.  
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Table 7. Comparison of Incremental Predictive Power of Photos by Restaurant Type (AUC) 

 Chain Independent Age<=5 5<age<=30 Age>30 
Price  

level=1 
Price  

level=2 

Baseline 
0.7093 0.6964 0.6455 0.6533 0.7115 0.7365 0.7192 

(0.0097) (0.0049) (0.0149) (0.0144) (0.0085) (0.0040) (0.0055) 

Baseline + photo 
0.7712 0.7671  0.6976  0.7646  0.7617 0.7761  0.7911  

(0.0080) (0.0047) (0.0089) (0.0099) (0.0102) (0.0065) (0.0033) 

AUC increase by photo 
0.0620 0.0707 b 0.0521 0.1113 a 0.0502 0.0396 0.0720 a 

(0.0047) (0.0033) (0.0176) (0.0083) (0.0113) (0.0042) (0.0046) 
% increase by photo 8.73% 10.15% 8.07% 17.04% 7.06% 5.38% 10.00% 

Baseline includes restaurant characteristics, competitive landscape, and macro conditions. 
Results are averaged over 10-fold cross-validation. Standard errors are provided in parentheses. 
a Best in the comparison (row) or not significantly different from best in the comparison (row) at the 0.05 level with a 2-sided test. 
b Best in the comparison (row) or not significantly different from best in the comparison (row) at the 0.10 level with a 1-sided test. 
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Table 8 Results of Cluster-Robust Causal Forests 

 Treatment variable Effect on survival SE 
Photo and review volume # of photos and reviews (cum.) 0.2988 ** 0.0922 
Photo helpful votes Avg. yearly helpful votes for photos (cum.) 0.1205 *** 0.0100 

Review star rating & length 
Avg. star rating (cum.) -0.0047  0.0033 
Std. of star ratings (cum.) 0.1439  0.1032 
Avg. review length (cum.) -0.0722 *** 0.0084 

Company  
(age, chain, price level, & cuisine type)  

Age 0.3679 *** 0.0910 
Chain 0.0491 *** 0.0073 
Price level -0.0104 *** 0.0030 
Mexican 0.0510 ** 0.0169 
American (traditional)  0.0056  0.0735 
Pizza 0.0278 ** 0.0089 
Nightlife 0.0397 *** 0.0112 
Fast Food 0.0866 . 0.0458 
Sandwiches 0.0225 * 0.0109 
American (new)  -0.0019  0.0095 
Burgers -0.0075  0.0197 
Italian 0.0170  0.0200 
Chinese 0.1211 *** 0.0286 

Competition 
# of competitors -0.3334 * 0.1312 
Avg. of competitors' # of photos and reviews (cum.) -0.2053  0.2341 
Avg. of competitors' avg. star rating (cum.) -0.0372 * 0.0147 

Additional controls 

Restaurant quality dimensions including: 
1) # of reviews mentioning each restaurant quality dimension (food, service, environment, price) 
(cum.) a 
2) Avg. sentiment of each dimension (cum.) b 
Zip codes    
Year dummies    

*** p<0.001, ** p<0.01, * p<0.05, p<0.1. A positive sign means positive effect on restaurant survival. Each row is a separate cluster-robust causal 
forests estimation. We rescaled “# of photos and reviews (cum.),” “avg. review length (cum.),” “age,” “# of competitors,” and “avg. of 
competitors' # of photos and reviews (cum.)” such that their magnitudes would be comparable to other variables.  
a not included as controls when “photo and review volume” is the treatment variable due to high correlation.  
b not included as controls when “average star rating” is the treatment variable due to high correlation.
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Figure 1. Research Roadmap 
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Figure 2. Performance AUC Visualization for One-Year-Ahead Prediction: 

Photos Carry More Predictive Power Than Reviews 

 
Baseline includes restaurant characteristics, competitive landscape, and macro conditions. 
The AUC numbers in this figure are different from those in Table 5 because this is based on one iteration, 
while Table 5 is based on the average of 10 iterations. We cannot average AUC curves from multiple 
iterations with different testing samples. 
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Figure 3. Top 30 Predictors of Restaurant Survival in One-Year-Ahead Prediction 

 
Importance weights are averages from the 10-fold cross-validation, normalized by the highest importance 
weight (i.e., age). Within each type of factors (e.g., photo), variables are ordered by their predictive 
power.  
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Figure 4. Multiple-Year-Ahead Prediction Results (AUC): 
Predictive Power of Photos Last Longer Than Reviews 

 
Baseline includes restaurant characteristics, competitive landscape, and macro conditions. 
Results are averaged over 10-fold cross-validation. The error bars represent ± 1 times the standard error 
of each point estimate. 
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Web Appendixes: Can User-Posted Photos Serve as a Leading Indicator of Restaurant Survival? 
Evidence from Yelp 

 

Appendix A. Restaurant Age Summary Statistics, Survival Identification, and Survival-Related 
Summary Statistics  

 
 

Figure A1 Distribution of Life Span of Open vs. Closed Restaurants 

 
 

Figure A2. Example of Closure Time Identification 
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Figure A3. Survival Rate by Top 10 Cuisine Types  

 
The error bars represent ± 1 times the standard error of each point estimate. 

 
 

Figure A4. Survival Rate by State  

 
States ranked alphabetically. The error bars represent ± 1 times the standard error of each point estimate. 

 
To investigate model-free evidence supporting our conjecture that consumer-shared photos and 

reviews may serve as leading indicators of restaurant survival, we also compare the proportions of closed 
and open restaurants that have: 1) decreasing numbers of photos; 2) decreasing average yearly helpful 
votes for photos; 3) decreasing numbers of reviews; 4) decreasing average review star ratings in each 
year. For example, for the year 2014, we first find restaurants that were closed and those that were still 
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open in 2014. For closed restaurants, we separate the last year before they closed into two time windows: 
the first half-year and the second half-year prior to their closure. For example, if a restaurant was closed 
on June 30, 2014, we compare photos/reviews during July through December of 2013 with those from 
January to June of 2014. For all open restaurants, we also compare photo/reviews during the same two 
time windows. We then check whether each restaurant received fewer photos/reviews during the later 
than the earlier period. Lastly, we calculate the proportion of restaurants with a decreasing number of 
photos/reviews among closed and open restaurants, respectively. This comparison is similar in spirit to a 
difference-in-difference approach: later half-year vs. earlier half-year difference and closed vs. open 
difference. Such a difference-in-difference approach is superior to plotting the total numbers of 
photos/reviews for open vs. closed restaurants directly because it takes the baseline differences between 
the two groups of restaurants into account. 

Figures A5a-A5d show the comparison results. First, we observe that the red dots representing 
proportions among closed restaurants were generally above the green triangles representing proportions 
among open restaurants. Such patterns indicate that, by and large, restaurants near closure are more likely 
to have decreasing photo volume, decreasing average yearly helpful votes for photos, decreasing review 
volume, and decreasing average star rating, than are open restaurants. Second, we note that the patterns 
were more evident for photos than reviews. Specifically, the pattern of the red lines above the green lines 
is more apparent for Figures A5a-A5b compared to Figures A5c-A5d.1 These comparisons provide some 
model-free evidence that photos and reviews may both be informative for predicting restaurant survival, 
but that photos may be more informative than reviews.  
  

                                                   
1 The difference in Figure A5a for Year 2009 is not significant. Possibly due to the financial crisis around this time, 
many open restaurants also had a decreasing volume of photos. 
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Figure A5. Photo and Review Trend Comparison: Open vs. Closed Restaurants 
To make reliable comparisons, we conduct comparisons only in years when we have at least 20 open and 
at least 20 closed restaurants. The error bars represent ± 1 times the standard error of each point estimate. 
 

Figure A5a. Photo Volume Trend Comparison 

 
 

Figure A5b. Photo Avg. Yearly Helpful Votes Trend Comparison 
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Figure A5c. Review Volume Trend Comparison 

 
 

Figure A5d. Review Avg. Star Rating Trend Comparison 
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Appendix B. Clarifai Labels 
Clarifai, a photo-based API that specializes in computer vision, was founded by Matthew Zeiler, author of 
“Visualizing and Understanding Convolutional Networks” (Zeiler and Fergus 2014). Clarifai has been a 
market leader in photo content detection since its winning of the top five places in photo classification at 
the ImageNet 2013 competition. 

We use the Clarifai “Food” model to identify objects in food and drink photos as per the 
classification on Yelp. The “Food” model is designed to process photos of food and drink.2 Upon 
comparing APIs provided by Google, Microsoft, Amazon, and Clarifai, we find that Clarifai can provide 
the most refined labels for food. For example, only Clarifai could label content as refined as “strawberry” 
in a photo when we compare these APIs. Figure A6 provides four examples of food and drink photos with 
labels and probabilities provided by the Clarifai “Food” model. It is evident that the Clarifai API does a 
good job in recognizing a large variety of food ingredients in a photo.  
 

Figure A6 Examples of Clarifai Labels for Food and Drink Photos 

    
pizza 1 
crust 0.999 

pepperoni 0.999 
dough 0.999 
sauce 0.998 

mozzarella 0.998 
tomato 0.994 
salami 0.99 
basil 0.77 
meat 0.715 

 

sushi 1 
salmon 0.998 

nori 0.99 
seafood 0.983 

rice 0.952 
sashimi 0.941 

fish 0.94 
caviar 0.911 
shrimp 0.903 
nigiri 0.85 

 

corn 1 
corn salad 0.987 
vegetable 0.978 

salad 0.977 
onion 0.895 
tomato 0.872 
lettuce 0.615 

 

strawberry 1 
fruit 0.998 
berry 0.998 
mint 0.997 

refreshment 0.991 
ice 0.963 

glass 0.943 
juice 0.941 

 

 
 

  

                                                   
2 https://clarifai.com/models/food-image-recognition-model-bd367be194cf45149e75f01d59f77ba7 accessed on 
04/30/2019 
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We use the Clarifai “General” model for interior, outside, menu, and other photos as per the 
classification of Yelp. The ‘General’ model recognizes over 11,000 different labels.3 Figure A7 shows 
four examples of restaurant photos with labels and probabilities provided by the Clarifai “General” 
model.  
 

Figure A7 Examples of Clarifai Labels for Interior and Outside Restaurant Photos 

    
people 0.993 
restaurant 0.991 
adult 0.977 
man 0.966 
dining 0.957 
indoors 0.941 
drink 0.933 
woman 0.93 
table 0.93 
wine 0.882 
group 0.879 
candle 0.866 
service 0.861 

 

restaurant 0.988 
dining 0.983 
table 0.974 
people 0.954 
interior design 0.949 
chair 0.937 
indoors 0.914 
bar 0.9 
man 0.875 
group 0.875 
seat 0.852 
woman 0.846 
cafeteria 0.842 

 

street 0.98 
city 0.968 
no person 0.957 
urban 0.952 
building 0.932 
commerce 0.9 
restaurant 0.9 
light 0.896 
window 0.876 
town 0.861 
  

 

outdoors 0.979 
no person 0.972 
sky 0.949 
light 0.942 
dusk 0.931 
evening 0.922 
nightlife 0.916 
city 0.915 
street 0.886 
  

 

 
We include only labels with more than 50 percent confidence according to the Clarifai API, 

resulting in a total of 5,080 unique labels.  
 
  

                                                   
3 https://clarifai.com/models/general-image-recognition-model-aaa03c23b3724a16a56b629203edc62c accessed on 
04/30/2019 
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Figure A8 Examples of Photos Labeled with “Dinner,” “Lunch,” and “Plate” 
Dinner 

 
 
 

Lunch 

 
 
 

Plate 
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Appendix C. Extract Photographic Attributes 
Table A1 Definitions of Photographic Attributes  

Types Attributes  Description 

Color 

Brightness  Brightness refers to the overall lightness or darkness of the 
photo. 

Saturation Saturation indicates color purity. Pure colors in a photo tend to 
be more appealing than dull or impure ones. 

Contrast Contrast is the difference in brightness between regions. 
Clarity  Captures the proportion of pixels with enough brightness. 
Warm hue The proportion of warm color in a photo. 

Colorfulness  Distinguishes multi-colored photos from monochromatic, sepia 
or simply low contrast photos. 

Composition  

Diagonal dominance  Measures how close the main region in the photo is positioned 
to diagonal lines. 

Rule of thirds 

The “golden ratio” (about 0.618). The photo is divided into 
nine equal segments by two vertical and two horizontal lines. 
The rule of thirds says that the most important elements are 
positioned near the intersections. 

Physical visual 
balance  

Measures how symmetrical a photo is around its central 
vertical line (horizontal physical balance) or central horizontal 
line (vertical physical balance). 

Color visual balance  
Measures how symmetrical the colors of a photo are around its 
central vertical line (horizontal color balance) or central 
horizontal line (vertical color balance). 

Figure-
ground  
relationship   

Size difference Measures how much bigger the figure is than the ground. 

Color difference Measures how different the color of the figure is from that of 
the ground. 

Texture difference Measures how different the texture of the figure is from that of 
the ground. 

Depth of field  The range of distance from a camera that is acceptably sharp in 
a photo. 

 
Color 

For the first five color features, we first convert photos from RGB space to HSV space (each pixel is a 3-
dimensional vector representing hue, saturation, and value). In the following, we explain how we extract 
each attribute for color. 
1. Brightness is the average of the value dimension of HSV cross pixels (Datta et al. 2006). We 

normalized brightness to be between 0 and 1, with a higher score meaning brighter. 
2. Saturation is the average of saturation cross pixels (Datta et al. 2006). We normalized saturation to 

be between 0 and 1, with a higher score meaning more saturated. 
3. Contrast of brightness was calculated as the standard deviation of the value dimension of HSV cross 

pixels. We normalize the score to be between 0 and 1, with a higher score meaning higher contrast. 
4. Clarity We first normalize the value dimension of HSV to be between 0 and 1, and we define a pixel 

to be of enough clarity if its value is bigger than 0.7. Then clarity is defined as the proportion of 
pixels with enough clarity.  

5. Warm hue Following Wang et al. (2006), the warm hue level for the photo is the proportion of warm 
hue (i.e., red, orange, yellow) pixels in a photo.  
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6. Colorfulness We followed Hasler and Suesstrunk (2003) to measure colorfulness for each photo 
based on the RGB vector of each pixel. We normalized this metric to be between 0 and 1, with a 
higher score meaning more colorful. 

 

Composition 

To compute the four attributes of composition, we first assigned each pixel a saliency score based on 
computer vision methods (Montabone and Soto 2010). Then we separated a photo to 10 segments based 
on the superpixel algorithm (Mori et al. 2004; Ren and Malik 2003). The segment with the highest 
average saliency is identified as the salient region (Zhang et al. 2018). The identification of the salient 
region is necessary because diagonal dominance and rule of thirds are defined with respect to the main 
element of a photo. In the following, we explain how we extract each attribute for composition. 
1. Diagonal dominance We calculate the distance between the center of the salient region to each of the 

two diagonals of a photo. We then define diagonal dominance as the negative of the minimum of two 
distances (Wang et al. 2013). We normalize this score to be between 0 and 1, with a higher score 
meaning stronger diagonal dominance. 

2. Rule of thirds We calculate the distance from the center of the salient region to each of the four 
intersections of the two horizontal lines and the two vertical lines that evenly divide the photo into 
nine parts (Datta et al. 2006). Then the rule of thirds is defined as the negative of the minimum of the 
four distances. We normalized this score to be between 0 and 1, with a higher score meaning a 
stronger rule of thirds. 

3. Physical visual balance We calculate two scores for physical visual balance: vertical and horizontal 
physical visual balances. We first calculate the weighted center of the photo by weighting the centers 
of segments by the saliency of each segment. Then the vertical physical visual balance is defined as 
the negative of vertical distance between the weighted center and the horizontal line that divides the 
photo to two equal parts, and the horizontal physical visual balance is defined as the negative of 
horizontal distance between the weighted center and the vertical line that divides the photo to two 
equal parts (Wang et al. 2013). We normalize the two scores to be between 0 and 1, with a higher 
score meaning higher balance. 

4. Color visual balance We calculated two scores for color visual balance: vertical and horizontal color 
visual balances. Following Wang et al. (2013), to measure vertical color balance, we first separate the 
photo into two equal parts by a horizontal line. A pair of pixels is a pixel on the top part and its 
symmetric counterpart on the bottom part. Then the vertical color balance is defined as the negative 
of the average of Euclidean distance cross pixel pairs. To measure horizontal color balance, we first 
separate the photo into two equal parts by a vertical line. A pair of pixels is a pixel on the left part and 
its symmetric counterpart on the right part. Then the horizontal color balance is defined as the 
negative of the average of Euclidean distance cross pixel pairs. We normalize the two scores to be 
between 0 and 1, with a higher score meaning higher color balance. 

 

Figure-ground relationship 

Figure refers to the foreground, and ground refers to the background, of a photo. For the first three figure-
ground relationship features, we first use the Grabcut algorithm (Rother et al. 2004) to identify the figure 
and background of each photo. In the following, we explain how we extract each attribute for figure-
ground relationship. 
1. Size difference We take the difference between the number of pixels of the figure and that of the 

background, normalized by the total number of pixels of the photo (Wang et al. 2013). 
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2. Color difference We first calculate the average RGB vectors for figure and ground. Then the color 
difference is the Euclidean distance between the two RGB vectors (Wang et al. 2013). We normalize 
the score to be between 0 and 1, with a higher score meaning bigger figure-ground color difference. 

3. Texture difference We use Canny edge detection algorithm (Canny 1987) to detect edges in the 
figure and background. Then we compute the density of edges in figure and background. The texture 
difference is the absolute value of the difference between figure edge density and background edge 
density. This score is normalized to be between 0 and 1, with a higher score meaning higher 
difference. 

4. Depth of field Professional photos usually use low depth of field to enhance the most important 
element in the photo. A photo of low depth of field is usually sharp in the center, while out of focus in 
the surrounding area. We divide the photo into 16 equal regions. Following Datta et al. (2006), we 
compute the Daubechies wavelet coefficients (Daubechies 1992) in the high-frequency for each HSV 
dimension of a photo. Then we calculate the depth of field by dividing the sum of wavelet of the 
center four regions by the sum of wavelet of the whole photo, for each HSV dimension. Thus, there 
are three scores of depth of field: depth of field (hue), depth of field (saturation), and depth of field 
(value). A higher score means a lower depth of field. 

 
Table A2 Summary Statistics of Photographic Attributes 

 Count Mean Standard deviation Minimum Maximum 
Color      

Brightness 755,758 0.53 0.13 0.00 1.00 
Saturation 755,758 0.43 0.15 0.00 1.00 
Contrast 755,758 0.47 0.11 0.00 0.99 
Clarity 755,758 0.31 0.20 0.00 1.00 

Warm hue 755,758 0.85 0.17 0.00 1.00 
Colorfulness 755,758 0.25 0.10 0.00 1.00 
Composition      

Diagonal dominance 755,758 0.52 0.17 0.00 1.00 
Rule of thirds 755,758 0.56 0.18 0.00 1.00 

Vertical physical balance 755,758 0.94 0.06 0.00 1.00 
Horizontal physical balance 755,758 0.90 0.08 0.00 1.00 

Vertical color balance 755,758 0.43 0.08 0.00 1.00 
Horizontal color balance 755,758 0.44 0.08 0.02 1.00 

Figure-ground relationship      
Size difference 755,758 0.45 0.19 0.00 1.00 

Color difference 755,758 0.21 0.14 0.00 1.00 
Texture difference 755,758 0.08 0.07 0.00 1.00 

Depth of field (hue) 755,758 0.25 0.13 0.00 1.00 
Depth of field (saturation) 755,758 0.30 0.09 0.00 1.00 

Depth of field (value) 755,758 0.32 0.09 0.00 0.99 
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Appendix D. Photo Caption Sentiments 
Table A3 Examples of Caption Classification and Sentiment Scores 

ID Caption Sentiment 

Positive captions 
Inspiration + food - love it!  0.8356 
I love being transported to another country by their food! 0.6696 
Kiffka pita so good! :) 0.6009 

Dish name captions 

Sam & Emma Sandwich 0 
Red velvet pancakes 0 
Our sushi boat 0 
Vegetables 0 
Mandarin Kung Pao Chicken 0 

Negative captions This place sucks. Flat beer bad service had to leave -0.7351 
Can i get a bag of salt to add to my sodium overload? -0.3612 

 
 
 
 

Figure A9 Distribution of Extracted Caption Sentiments 
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Appendix E. Extract Restaurant Quality Dimensions from Reviews  
We first label the 10,000 reviews through a Mturk survey. We define the four quality dimensions in Table 
A4, based on prior literature on restaurant quality dimensions (Bujisic et al. 2014; Hyun 2010; Ryu et al. 
2012). After an introduction of definition for each restaurant quality dimension, each consumer was 
presented with 20 screens of reviews with one review per screen. The 20 reviews were randomly selected 
from the 10,000 reviews. See Figure A10 for a screenshot of the survey interface. On average, it took 20 
minutes for each consumer to finish the survey. We removed respondents who finished the survey with 
less than 5 minutes given that these participants might skim through each review too fast and did not 
provide reliable responses. As a result, each review is on average read by eight consumers.  

We instructed each consumer to answer whether a review mentioned food, service, environment, 
or price of the restaurant; if so, whether the specific content was positive or negative on a 7-point Likert 
scale, with 1 being “extremely negative” and 7 being “extremely positive.” The average of sentiment 
votes was used to label sentiment for each quality dimension mentioned in each review.  

 
Table A4 Definitions of Restaurant Quality Dimensions Extracted from Reviews 

Dimension Definition 

Food food, drink, menu variety, nutrition, healthiness, plating, food presentation, serving 
size, freshness, etc. 

Service employee behavior, attitude, responsiveness, reliability, tangibility, empathy, 
assurance, process speed, wait time, etc. 

Environment interior/exterior design, décor, cleanliness, ambience, aesthetics, lighting, layout, 
table setting, employee appearance, location, etc. 

Price good/bad value for money, price of items, etc. 
 

Figure A10 Restaurant Review Survey 

 
We use a deep learning model to extract the following four quality dimensions from reviews: 

food, service, environment, and price. Each dimension has two labels: whether the dimension was 
mentioned and the sentiment of the dimension. To increase the accuracy of the text-based deep learning 
model, we follow the standard procedure (Timoshenko and Hauser 2019) and use pre-trained word 
embeddings as inputs for our text-based CNN. Specifically, we use GloVe (Pennington et al. 2014) word 
embeddings. GloVe provides an effective measure for the linguistic or semantic similarity of the 
corresponding words. Under GLoVe, each word is represented by a 200-dimensional vector. Each review 
is then represented by a 200 ´ number of words matrix, which serves as the inputs for the text-based 
CNN. 

Figure A11 depicts the structure of the text-based CNN. The left panel of the figure demonstrates 
the entire structure of the text-based CNN. The right panel of this figure depicts the detailed structure of 
the ConvBlock (the building block of the text-based CNN). The model is constructed in a way that is 
similar to photo-based CNN — VGG model (Simonyan and Zisserman 2014), just replacing 2-

Review 1 of 20. This is my first time trying this place and everything was good. We got the tom yum shrimp, duck 
pad thai and mango sticky rice. Service was great too. Will definitely come back again.
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dimensional convolution with 1-dimensional convolution. The idea is borrowed from Kim (2014), which 
shows that text-based CNN structures adapted from established image-based CNN structures perform 
well on several benchmark datasets. We also add more convolutions and pooling operations because our 
text is relatively long. The input goes through five convolutional blocks (ConvBlock), one global average 
pooling, and two full connections (FC). The guiding principle of convolution is to identify those features 
that can best predict the output variable. The primary function of pooling is dimension reduction and 
some degree of shift invariance (LeCun et al. 1998). Average pooling calculates the average on the 
previous layer. The full connections can be regarded as a classification task that links the last layer before 
full connection with the output variable. 

 
Figure A11 Structure of Text-based CNN 

 

 

Convolution: feature extraction. A 1´3 weight matrix� “filter,” multiplies with each segment of the 
previous layer, and the dot product becomes an element on the next layer. Different filters capture 
different information from the previous layer. 
ReLu: non-linear transformation, which turns all negative values on the previous layer to zero. 
Max pooling: subsampling method. A 1´2 window glides over the previous layer, and only the max 
value of each window is kept as an element on the next layer. 
 

We employ a multitasking structure. As suggested by the deep learning literature (see Ruder 
(2017) for a review), multitasking can increase the accuracy of a deep learning model, intuitively because 
the information cross tasks may be complementary. A multitasking model structure is also more efficient 
than a single-task structure. In our context, for each review, there are eight tasks to predict: whether a 
review mentions food, service, environment, and price; whether the sentiment for food, service, 
environment, and price is positive or negative. Under a single task text-based CNN, we would train eight 
separate deep learning models. With a multitasking structure, we only need to train one deep learning 
model. To multitask, we link the layer after global average pooling with separate full connections for each 
task, generating a score for each task.  

For tasks that aim to identify whether the review mentions one or more dimensions of restaurant 
quality, the label !"#=1 if review $ mentions the quality dimension for task %, !"#=0 if review $ does not 
mention the quality dimension for task %, with % = 1, 2, 3, 4; 	$ = 1, 2, 3, … ,8000. For the other four tasks 
% = 5, 6, 7, 8 that label sentiment of each quality dimension, only reviews that mention a quality 
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dimension are kept for the respective sentiment task. For sentiment of each quality dimension, we follow 
the conventional procedure as in Liu et al. (2019), Zhang et al. (2018), and Zhang et al. (2015) and 
convert the 7-point Likert scale sentiment to binary levels to mitigate potential noises in the data. In 
particular, a sentiment label is defined as positive (!"# = 1)  if it receives a rating above 4; negative (!"# =
0) if a rating is less than 4; and is disregarded if its rating equals to 4. 

The loss function is defined in Equation (A1), which is the sum of loss for the eight tasks 
altogether, with !"#6 being predicted probability that !"# = 1. The specification is called “cross-entropy” in 
computer science literature, which is equivalent to negative log-likelihood. 
(A1)  

78!!	 = − : :;!"#ln >!"
#6? + (1 − !"#) ln >1 − !"

#6?A

B

#CD

BEEE

"CD

 

We randomly split the 10,000 reviews into 80% for calibration and 20% for out-of-sample 
testing. In the calibration process, the text of each review is treated as model inputs, and the outputs are 
the eight quality dimension scores labeled by the Mturk survey. Parameters are optimized by minimizing 
the above loss function. The optimization was implemented using a stochastic gradient descent method. 
We validate the calibrated text-based CNN on the holdout dataset. Our text-based CNN yields good AUC 
scores for all the eight tasks on the holdout dataset, as shown in Table A5.  

We then extrapolate the calibrated CNN to extract eight quality dimension scores for all reviews 
in our entire dataset of 1,121,069 reviews. Each review went through layers of the text-based CNN with 
review text and calibrated parameters as inputs and eight numerical scores between 0 and 1 representing 
mentioning and sentiments of the four restaurant quality dimensions as outputs. The distribution of the 
extracted quality scores is shown in Table A6. The calibration and extrapolation of the text-based CNN 
were implemented using Tensorflow, a deep learning library within Python. 

Table A5 Out-of-Sample Testing Performance of the Text-based CNN 
 AUC Valid samples for testing 

Mention   
Food 0.9187 1990 
Service 0.9163 1986 
Environment 0.8814 1980 
Price 0.9449 1993 
Sentiment   
Food 0.9515 1721 
Service 0.9627 1325 
Environment 0.8841 781 
Price 0.9139 552 

 
Table A6 Summary Statistics of Restaurant Quality Dimension Scores  

Extracted from All Reviews  
Count Mean Standard deviation Minimum Maximum 

Mention      
Food 1,121,069 0.9714 0.1667 0 1 
Service 1,121,069 0.9998 0.0141 0 1 
Environment 1,121,069 0.4043 0.4908 0 1 
Price 1,121,069 0.2570 0.4370 0 1 
Sentiment      
Food 1,089,039 0.7726 0.3903 0 1 
Service 1,120,880 0.7249 0.4025 0 1 
Environment 453,203 0.8311 0.3384 0 1 
Price 288,070 0.6017 0.4512 0 1 
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Appendix F. Hyper-parameters of the XGBoost Model 
In this appendix, we describe how we chose the hyper-parameters of our XGBoost model. Following the 
convention of hyper-parameter tuning of XGBoost, we tune the hyper-parameters sequentially as 
follows.4 Table A7 lists the hyper-parameters that we tuned as well as the values that we tried.  
 

Table A7 Hyper-parameters for Tuning 
Hyper-

parameters Definitions Values tried  

max_depth The maximum depth of a tree. Increasing this value will 
make the model more complex and more likely to overfit.  [3,4,5,6] 

min_child_weight The minimum number of nodes in a leaf. Increase this value 
may reduce overfitting. [1,2] 

colsample_bytree The fraction of features to use when building each tree. A 
lower value might reduce overfitting. [0.6,0.8,1] 

subsample The fraction of observations to subsample at each step for 
building a tree. A lower value might reduce overfitting. [0.6,0.8,1] 

F Penalize more leaves. A higher value might reduce overfit. [0,4,8] 

G Regularization term on weights. Increasing this value will 
make model more conservative. [0,1,2] 

H Learning rate. Step size shrinkage used in update to prevent 
overfitting [0.05,0.1,0.3,0.5] 

  
90% of restaurants were randomly chosen to tune the hyper-parameters. We further randomly 

split the restaurants with 80% for training and 20% for validation. We first find the best combination of 
max_depth and min_child_weight, among the 4*2 =8 combinations, as shown in the last column of Table 
A7, using a grid search. Given the best combination of max_depth and min_child_weight, we then pick 
the best values among the nine combinations of colsample_bytree and subsample. Then given the best 
combination of max_depth, min_child_weight, colsample_bytree, and subsample, we choose the best 
values among the nine combinations of F and G. And finally given the best combination of the six tuned 
hyper-parameters, we choose best H among the four values. Then we end up with the following values for 
the hyper-parameters in our XGBoost model: max_depth =4, min_child_weight=2, colsample_bytree=1, 
subsample=1, F = 4, G = 2, and H = 0.1. Additionally, we learn empirically that the model converges 
within 100 trees. Therefore, we choose the number of trees to be 100 in our XGBoost model. 
 
 

                                                   
4 https://blog.cambridgespark.com/hyperparameter-tuning-in-xgboost-4ff9100a3b2f accessed on 06/04/2019 
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Appendix G. Robustness Checks for Model Specification of XGBoost 
Tables A8 to A10 provide the prediction results based on three alternative model specifications. It is worth noting that, while our main 

model specification includes all restaurant observations (with the total number of observations being 89,384), these alternative model 
specifications have fewer observations due to the inclusion of multi-year lags (i.e., OnePeriodt-2, ACCt-2, ACCt-3, Changet-1) in such models. 
Overall, our main model specification has better or similar predictive performance compared to these alternative specifications. And the 
incremental predictive comparison results are robust across these alternative modeling specifications.  

 
 
 
 
 
 

Table A8 Prediction Results of Alternative Model Specification #1: OnePeriodt-1+ACCt-2 

 Out of sample In sample 

AUC KL divergence MSE Sensitivity Specificity Pseudo R2 

Baseline 
0.7273 0.1909 0.0484 0.6750 0.6606 0.1135 

(0.0042) (0.0018) (0.0006) (0.0029) (0.0085) (0.0004) 

Baseline + review 
0.7390 0.1889 0.0482 0.6933 0.6629 0.1470 

(0.0043) (0.0020) (0.0006) (0.0029) (0.0089) (0.0005) 

Baseline + photo 
0.7860 a 0.1795 a 0.0466 a 0.7327 0.6999 a 0.1999 
(0.0040) (0.0017) (0.0006) (0.0033) (0.0093) (0.0009) 

Baseline + review + photo 
0.7908 a 0.1785 a 0.0464 a 0.7414 a 0.6942 a 0.2132 a 
(0.0042) (0.0018) (0.0006) (0.0030) (0.0109) (0.0009) 

Total obs.   71,665 
Baselines include restaurant characteristics, competition landscape, and macro factors. 
Results are averaged over 10-fold cross-validation. Standard errors are provided in parentheses. 
a Best in the column or not significantly different from best in the column at the 0.05 level with a 2-sided test. 
For sensitivity and specificity, the training data are reweighted so that the total weights of open and closed observations are equal. 
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Table A9 Prediction Results of Alternative Model Specification #2: OnePeriodt-1+OnePeriodt-2+ACCt-3 

 Out of sample In sample 

AUC KL divergence MSE Sensitivity Specificity Pseudo R2 

Baseline 
0.7100 0.1801 0.0445  0.6869 0.6199 0.1126 

(0.0054) (0.0022) (0.0007) (0.0028) (0.0101) (0.0010) 

Baseline + review 
0.7270 0.1776 0.0442 b 0.7126 0.6186 0.1635 

(0.0057) (0.0024) (0.0007) (0.0031) (0.0089) (0.0010) 

Baseline + photo 
0.7733 a 0.1702 a 0.0432 b 0.7523a 0.6555 a 0.2147 
(0.0064) (0.0022) (0.0007) (0.0030) (0.0100) (0.0010) 

Baseline + review + photo 
0.7791 a 0.1689 a 0.0430 b 0.7601a 0.6544 a 0.2288 a 

(0.0069) (0.0022) (0.0007) (0.0034) (0.0120) (0.0009) 
Total obs.   55,669 

Baseline includes restaurant characteristics, competition landscape, and macro factors.  
Results are averaged over 10-fold cross-validation. Standard errors are provided in parentheses. 
a Best in the column or not significantly different from best in the column at the 0.05 level with a 2-sided test. 
b Best in the column or not significantly different from best in the column at the 0.10 level with a 2-sided test. 
For sensitivity and specificity, the training data are reweighted so that the total weights of open and closed observations are equal. 
 

Table A10 Prediction Results of Alternative Model Specification #3: OnePeriodt-1+ACCt-1+Changet-1 

 Out of sample In sample 

AUC KL divergence MSE Sensitivity Specificity Pseudo R2 

Baseline 
0.7268 0.1910 0.0484 0.6777 0.6530 0.1184 

(0.0043) (0.0018) (0.0006) (0.0032) (0.0089) (0.0004) 

Baseline + review 
0.7424 0.1881 0.0480 0.7053 0.6592 0.1591 

(0.0050) (0.0020) (0.0006) (0.0027) (0.0078) (0.0008) 

Baseline + photo 
0.7952 a 0.1774 a 0.0463 a 0.7402 0.7017 a 0.2165 
(0.0045) (0.0018) (0.0006) (0.0032) (0.0089) (0.0008) 

Baseline + review + photo 
0.8013 a 0.1757 a 0.0460 a 0.7491 a 0.6980 a 0.2330 a 

(0.0050) (0.0019) (0.0006) (0.0031) (0.0092) (0.0007) 
Total obs.   71,665 

Baseline includes restaurant characteristics, competition landscape, and macro factors. 
Results are averaged over 10-fold cross-validation. Standard errors are provided in parentheses. 
a Best in the column or not significantly different from best in the column at the 0.05 level with a 2-sided test. 
For sensitivity and specificity, the training data are reweighted so that the total weights of open and closed observations are equal. 
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Appendix H. Compare XGBoost with Other Predictive Models 
In this appendix, we compare the XGBoost model used in the paper with two alternative predictive 

models: random forests and SVM (see Table A11). We also tried Lasso, hazard model, and OLS in our 

comparisons, which are omitted from Table A11 because their predictive performance was considerably 

worse than the three models presented. For random forests, we train an ensemble of 100 trees, the same as 
the number of trees in our XGBoost model. For SVM, we use L2 regularization and square of the hinge 

loss. We implement both SVM and random forests algorithms in Python. We then use the same 10-fold 

cross-validation to calculate means and standard deviations of the out-of-sample prediction performance 
measured by AUC. For each photo or review related variable, we use the same main model specification 

as in the paper, namely OnePeriodt-1+ACCt-1. Table A11 shows that XGBoost dominates random forests 

and SVM in our context. This is not surprising because XGBoost is very flexible in handling potentially 
high-order interactions among predictors (Friedman 2001) and is able to process sparse data efficiently 

(Chen and Guestrin 2016). 

 

Table A11 Out-of-sample Prediction Performance (AUC) of Different Models 
  XGBoost Random forests SVM 

Baseline 
0.6965 a 0.6257 0.6220 

(0.0039) (0.0029) (0.0102) 

Baseline + review 
0.7200 a 0.6666 0.6275 

(0.0049) (0.0026) (0.0081) 

Baseline + photo 
0.7701 a 0.7073 0.6426 

(0.0031) (0.0025) (0.0099) 

Baseline + review + photo 
0.7778 a 0.7266 0.6501 

(0.0035) (0.0027) (0.0096) 

Total obs. 89,384 

Baselines include restaurant company, competition, and macro factors. 
Results are averaged over 10-fold cross-validation. Standard errors are provided in parentheses. 
a Best in the row or not significantly different from best in the row at the 0.05 level with a 2-sided test. 
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Appendix I. Robustness Checks for Multiple-Year-Ahead Prediction 
In this appendix, we report results from two alternative approaches for multiple-year-ahead prediction as 

robustness checks. Under the first approach, we apply multiple-year-ahead predictions assuming that 

UGC posted in future years will be the same as that posted in the current year (taking into account 

continuity in UGC for both focal and competing restaurants). Figure A12 shows that, consistent with what 
we’ve learned from the specification discussed in the paper, photos can predict restaurant survival for up 

to three years, while reviews are only informative for one year.  

Under the second approach, we aim to predict restaurant closure during any of the future ∆" 
years, assuming that restaurant owners do not observe additional photos and reviews in those years (e.g., 

using photos/reviews in 2010 predicting whether a restaurant would close before the end of 2013). 

Compared with the specification in the paper where we try to predict whether the restaurant would close 
in a certain year (e.g., forecasting whether a restaurant would close in 2013), this prediction task is by 

definition easier. Therefore, we redefine the dependent variable as #$%&∆%' = 0, if any of 

#*%&+, #*%&-, … , #*%&∆% is	0 (recall that 0 means exit); otherwise, #$%&∆%' = 1. We use 1*% to predict #$%&∆%'  

with ∆" = 1,2,3,4,5. In addition, for each ∆", we remove some restaurants whose observation windows 

were censored at the end of year 2015, as we did not know the survival status of them in the next ∆"-year 

period. Not surprisingly, we observe that the accuracy was higher for the longer-term forecast (Figure 

A13). When the forecast term is longer, the prediction task requires less precision and is thus easier. We 

also observe that, under this setup, photos could stay informative of restaurant closure for as long as five 
years, although the percentage of incremental predictive power diminished over time. In this case, 

reviews only significantly improved prediction accuracy for as long as two years. Although these are 

essentially different prediction tasks, both robustness checks generally support our main propositions that 
1) photos can help forecast restaurant closure in multiple-year-ahead predictions; and 2) the predictive 

power of photos is more long-lasting than that of reviews. 
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Figure A12 Multiple Years Ahead Prediction Assuming Same Future UGC as Focal Year 

 
Baseline includes restaurant characteristics, competition landscape, and macro factors. 

Results are averaged over 10-fold cross-validation. The error bars represent ± 1 times the standard error 

of each point estimate. 

 
 

Figure A13 Predicting Restaurant Closure During Any of the Future ∆6 Years  

 
Baseline includes restaurant characteristics, competition landscape, and macro factors. 

Results are averaged over 10-fold cross-validation. The error bars represent ± 1 times the standard error 

of each point estimate. 
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Appendix J. Correlations Between Treatment and Control Variables Before and After 
Orthogonalization  

In this appendix, we report correlations between treatment and control variables before and after 

orthogonalization (the first step of our causal forests model as in Equation 3). The idea of examining such 

correlations is similar to the matching quality check under traditional propensity score matching methods 
(Austin 2009). Table A12 displays the maximum correlation coefficient between each treatment variable 

and their controls before and after orthogonalization. For example, when the cumulative number of photos 

and reviews is the treatment variable, we check its correlation with each control variable (e.g., cumulative 
average yearly helpful votes for photos, reviews variables, restaurant quality dimensions, restaurant 

characteristics, competition variables, zip codes, and years). Before orthogonalization, the maximum 

correlation between cumulative UGC volume and controls was 0.38. After orthogonalization, the 
maximum correlation is reduced to 0.14. It is evident that the correlations between the treatment and 

control variables are greatly reduced after orthogonalization. 

As a robustness check, we also double-check the quality of the propensity scores 78*%9+
(9*)

	(<*%9+) 

(the second term of the first part of Equation 3 in the paper) generated in the orthogonalization step of our 
causal forests model, for all binary treatment variables. We choose to perform the robustness check on 

binary treatment variables because such conventional balance check method is only applicable to binary 

variables. The intuition is, if the quality of the propensity scores is good, we would see that the control 
variables adjusted by the propensity scores are balanced across the treated and untreated conditions. For 

example, suppose the treatment variable is chain status and one control variable is age. To check the 

extent to which age is balanced in the observations of chain and independent restaurants, we compute the 

normalized balance diagnostic = (Austin 2011) for age as in Equation (A2) before and after the 

adjustment (=>?@, =?ABCD%EA). FGHIIIIIJ is the average of age and K?LEJ
- 	is the variance of age for 

observations of M ∈ (OℎFQR, QR=HSHR=HR") respectively. For =?ABCD%EA, following Austin (2011), we 

define weight for adjustment as T*%9+ = U
VW?*XY

VW?$XZ
Y[\]
(\Y) (<Y[\])

+
+9VW?*XY

+9VW?$XZ
Y[\]
(\Y)

(<Y[\])
_ . 5 Then following Austin 

and Stuart (2015), FGHIIIIIJ,?ABCD%EA =
∑ bY[?LEY[Y	∈c

∑ bY[Y∈c
  and K?LEJ,?ABCD%EA

- =

∑ bY[Y	∈c

(∑ bY[)Y	∈c
d
9∑ bY[

d
Y	∈c

∑ T*%eFGH*% − FGHIIIIIJ,?ABCD%EAg
-

*	∈J , with M ∈ (OℎFQR, QR=HSHR=HR"). The normalized 

balance diagnostic = is calculated for other control variables in the same fashion. 

Figure A14 visualizes =>?@ and =?ABCD%EA when chain status is the treatment variable, where x-

axis is the normalized balance diagnostic = and y-axis lists names of all control variables. As per Austin 

(2009), a d less than 0.2 indicates adequate balance in control variables between treated (chain 

restaurants) and untreated (independent restaurants) groups. For example, as shown in Figure 14, =>?@ for 

age is much bigger than 0.2, while the =?ABCD%EA for age is smaller than 0.2; which indicates that the 

control variable age is balanced across the chain and independent restaurants after being adjusted by the 

propensity scores generated by the causal forests.  Figure 14 shows =?ABCD%EA ≤	0.2 for all control 

variables. 

(A2) 

=>?@ =
FGHIIIIIVW?*X − FGHIIIII*XAEiEXAEX%

j
K?LEVW?*X

- + K?LE*XAEiEXAEX%
-

2

, =?ABCD%EA =
FGHIIIIIVW?*X,?ABCD%EA − FGHIIIII*XAEiEXAEX%,?ABCD%EA

j
K?LEVW?*X,?ABCD%EA

- + K?LE*XAEiEXAEX%,?ABCD%EA
-

2

 

                                                   
5 This weight is defined as the inverse probability of restaurant i being in treatment or control, where 

OℎFkRZ
*%9+

(9*)
(<*%9+) is the probability of being treated (chain in this example) and 1 − OℎFkRZ

*%9+

(9*)
(<*%9+) is the 

probability of being control (independent in this example) (Austin 2011). Namely, each restaurant’s weight equals to 

the inverse probability of it belonging to the treatment/control condition that it was in. 



 23 

Table A12 Correlations between Treatment and Control Variables Before and After 
Orthogonalization 

Type Treatment variable 

Maximum 
correlation 
coefficient 
between 

treatment and 
controls before  

orthogonalization 

Maximum 
correlation 
coefficient 
between 

treatment and 
controls after 

orthogonalization 
Photo and review # of photos and reviews (cum.) 0.38 0.14 

Photo Avg. yearly helpful votes for photos (cum.) 0.18 0.08 

Review 
Avg. star rating (cum.) 0.21 0.05 

Std. of star ratings (cum.) 0.24 0.04 

Avg. review length (cum.) 0.23 0.06 

Company 

Age 0.45 0.09 

Chain 0.56 0.04 

Price level 0.28 0.10 

Mexican 0.14 0.04 

American (traditional) 0.25 0.06 

Pizza 0.33 0.05 

Nightlife 0.25 0.05 

Fast Food 0.47 0.06 

Sandwiches 0.17 0.05 

American (new) 0.20 0.05 

Burgers 0.29 0.04 

Italian 0.33 0.04 

Chinese 0.15 0.05 

Competition 

# of competitors 0.69 0.19 

Avg. of competitors' # of photos and reviews 

(cum.) 
0.55 0.28 

Avg. of competitors' avg. star rating (cum.) 0.34 0.10 
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Figure A14 An Example of Control Variable Balance Check before and after Orthogonalization  
(Treatment Variable: Chain) 

 
 

y-axis lists names of all control variables when chain status is the treatment variable. 
 

 

 
 
 

 

0.2 
Normalized balance diagnostic (=) 

Raw 
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